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ABSTRACT: One problem in the field of AI machine ethics is the risk of our AIs behaving according 
to some moral code that only reflects the values of a certain subset of society, and that does not 
take into account alternative views about what constitutes desirable and safe behaviour. In 
response to this problem, several machine ethicists and computer scientists have suggested that 
AIs should maximise socially expected choiceworthiness (MSEC). This proposal is inspired by 
expected utility theory and the maximise expected choiceworthiness approach to moral uncertainty. 
In this paper, I raise several objections to the MSEC machine ethics proposal. I argue that MSEC 
errs in viewing the problem of social decision making under disagreement as a problem of selecting 
the optimal gamble. Instead, I suggest that we should try to develop a decision process that is 
designed to select compromise options around which one can build some measure of social 
consensus.  

 

1: Introduction1 

In the spring of 2020, a Kargu-2 lethal autonomous drone hunted down and attacked a human 
target in Libya. This was perhaps the first time in history that a human being was autonomously 
targeted by a lethal autonomous weapon (LAW). Since then, several critics have called for bans 
on the design and deployment of LAWs.2 Recent advances in machine learning have created the 
possibility of much more sophisticated, artificially intelligent LAWs being deployed in the near 
future.3 At a Senate hearing on the use of military AI in April 2023, subcommittee chair Joe 
Manchin averred that in order “to stay ahead of our potential adversaries… [the United States] 
need[s] to identify key technologies and integrate them into our systems and processes faster than 
they can.”4 

 Warfare is one of several domains in which new AI technologies have the potential to cause 
significant and unintended harms to human beings (and other sentient creatures). Some 
commentators worry that LAWs increase the risks of civilian collateral damage in cases where AIs 

 
1 This introduction partially overlaps with §1 of Lloyd 2025c. 
2 Russell et al. 2021; International Committee of the Red Cross 2021. 
3 Klare 2023. 
4 Klare and Rostampour 2023. 
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target adversaries in densely populated areas;5 that judicial AI sentencing tools discriminate 
against ethnic minorities;6 that biomedical AI assistants will reduce the barriers to entry for bad 
actors wishing to synthesize dangerous (and potentially novel) pathogens and chemical weapons;7 
and that even more sophisticated future AIs might engage in deceptive or ‘power-seeking’ 
behaviours.8 

 One potential response to these worries is to robustly resist the development of these kinds 
of AIs. However, total resistance to AI development carries significant costs. Firstly, if the United 
States and Europe restrict domestic AI development too severely then they risk surrendering the 
AI frontier to less scrupulous developers in laxer jurisdictions. Secondly, AI developments even 
in risky domains like warfare, sentencing and bioresearch have significant potential benefits. AI 
LAWs might reduce military casualties; judicial AI assistants might improve the consistency of 
sentencing decisions; and biomedical AIs might help scientists to discover new drugs and vaccines. 

 What we want is to realise these potential benefits of AI whilst avoiding potential dangers. 
One strategy for promoting this objective is to ensure that all new AIs behave in accordance with 
some form of machine ethics.9 (A machine-ethical AI will perform any given action only if that 
action is permitted by the AI’s machine ethic.)10 

 This machine ethics project can be split into two problems: (1) deciding what the machine 
ethic should be – call this the Normative Problem; and (2) technically implementing this chosen 
ethic – call this the Implementation Problem.11 The Implementation Problem has been the subject 
of considerable technical research, and is much more difficult to solve than a naïve observer might 
expect. I will not discuss implementation difficulties in this paper. Instead, I will focus exclusively 
on the Normative Problem.  

 One important danger concerning the Normative Problem of machine ethics is that our AIs 
will behave according to some moral code that only reflects the values of a certain subset of society 
and that does not take into account alternative views about what constitutes desirable and safe 
behaviour.12 For instance, imagine that an LAW has the chance to neutralise several enemy 
combatants by means of destroying a site of considerable cultural importance. Reasonable people 
can and will disagree about how the LAW should act in this choice situation. Some will argue that 

 
5 Scharre 2016, chapter 5; Marijan 2022. 
6 Angwin et al. 2016. 
7 D’Alessandro, Lloyd and Sharadin 2023. 
8 Hendrycks, Mazeika and Woodside 2023, §5. 
9 Wallach and Allen 2010; Anderson and Anderson 2011; Tolmeijer et al. 2020.  
10 As I understand these terms, the machine ethics project is one possible component of the broader project 
of ensuring that AIs are ‘safe’ and ‘aligned’ with human values. Other components include (inter alia) 
interpretability research and ‘red-teaming’ evaluations. On the ‘Swiss cheese’ model of AI safety, several 
independent and overlapping safeguards of these kinds each eliminate some of the risks of harmful AI 
behaviour (cf. Hendrycks, Mazeika and Woodside 2023). Plausibly, the machine ethics safeguard is 
particularly important in use cases where an AI is designed to make consequential decisions autonomously, 
without immediate human oversight – LAWs being one notable example. 
11 Gabriel 2020, pp. 412-3.  
12 Himmelreich 2018; 2020; Peterson 2019; Gabriel 2020; Robinson 2024; Gabriel and Keeling 2025. 
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killing the enemy combatants is much more important than preserving the cultural site. Others will 
argue that there is a strong obligation to preserve sites that are important to people’s identities and 
cultures. In the face of this kind of moral disagreement, there would be something objectionable 
about an AI whose objectives only reflected one or the other of these two extremal positions.13 It 
would be more appropriate for the AI’s machine ethic to reflect a median or compromise position 
on the value of the cultural site.14 

 In response to this problem of moral disagreement, several machine ethicists and computer 
scientists have suggested that AIs should maximise socially expected choiceworthiness (MSEC).15 
This proposal is inspired by decision theory and the maximise expected choiceworthiness (MEC) 
approach to moral uncertainty. My aim in this paper is to develop several objections to this popular 
MSEC machine ethics proposal. In brief: firstly, MSEC can often fail to select attractive 
compromise options (§§4-5, 7). Secondly, and relatedly, MSEC is ‘fanatical’: it sometimes 
recommends options that only a small minority of stakeholders regard as choiceworthy (§6). 
Finally, MSEC requires us to make unit comparisons between different stakeholders’ theories of 
choiceworthiness (§§8-9).  

Here is how the rest of the present paper will proceed. In §2, I introduce and explain MEC. 
Then, in §3, I do the same for MSEC. In §§4-9, I discuss the advantages and disadvantages of the 
MSEC response to moral disagreement. In §10, I conclude by suggesting a new direction for future 
research in machine ethics – one which I myself pursue in detail in a companion piece to this 
paper.16 

2: Moral uncertainty17 

MEC is one potential response to the decision problems faced by morally uncertain individual 
agents. An agent is said to be morally uncertain iff she is at least somewhat uncertain about which 
moral theory is correct. Many philosophers believe that there is some notion of ‘appropriate’ 
choice that is sensitive to moral uncertainty. For instance, suppose I believe that animal suffering 
does not matter morally, but also that I am somewhat uncertain about this. If animal suffering 
matters morally, then I am required to eat tofu rather than foie gras, whereas if animal suffering 

 
13 Why should a machine ethic reflect a compromise between the positions of disagreeing stakeholders, 
rather than simply implementing whichever position is in fact morally correct? I discuss this question at 
greater length in §2 of Lloyd 2025c. In brief: even committed moral objectivists should think that the correct 
moral theory would probably require some degree of compromise under conditions of widespread moral 
disagreement, for either intrinsic or instrumental reasons (cf. Wong 1992). Considerations of political 
legitimacy point in the same direction: on ‘liberal-neutralist’ views following Rawls (1993), the exercise of 
significant social power is legitimate only if it can be justified to all reasonable members of one’s society 
(see also Barrett and Schmidt 2024). Finally, there are pragmatic reasons for compromise: the machine 
ethics project is more likely to succeed if the machine ethic that we implement can command a broad base 
of social buy-in. 
14 For further examples of tensions between competing values in AI ethics, see Whittlestone et al. 2019. 
15 Bogosian 2017; Ecoffet and Lehman 2021; Martinho, Kroesen and Chorus 2021; Thomsen 2022; 
Takeshita, Rafal and Araki 2023; cf. also Bhargava and Kim 2017. 
16 Lloyd 2025c 
17 This section partially overlaps with Lloyd 2025c. 
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does not matter morally, then I am permitted to eat tofu or foie gras.18 Many philosophers believe 
that there is some sense in which eating the tofu is more appropriate for me than eating the foie 
gras.19 

Philosophers have proposed several possible theories of appropriate action under 
conditions of moral uncertainty. Perhaps the most popular such theory is MEC: 

some option A is appropriate under conditions of moral uncertainty iff choosing A 
maximises expected choiceworthiness.20 

The choiceworthiness of some option A according to some moral theory T is a measure of the 
strength of the decision maker’s moral reasons in favour of choosing A according to T.21 The 
expected choiceworthiness of some action is a weighted average of choiceworthinesses according 
to each of the theories in which the decision maker has positive credence, where each theory’s 
weight is the decision maker’s credence in that theory. 

 Thus, MEC says that we should handle moral uncertainty in the same way as expected 
utility theory says that we should handle empirical uncertainty. In fact, several advocates of MEC 
regard this analogy with standard decision theory as a reason to endorse MEC. For instance, 
MacAskill, Bykvist and Ord claim that since “expected utility theory is the standard way that we 
should handle empirical uncertainty … maximising expected choiceworthiness should be the 
standard account of how to handle moral uncertainty.”22 

3: Maximising socially expected choiceworthiness23 

The MSEC approach to machine ethics is inspired by MEC.24 One way to motivate MSEC is to 
conceive of the set of relevant stakeholders as consisting in – or, at least, as being analogous to – 
some kind of group agent.25 A group agent comprised of all the relevant stakeholders would have 
its own credence distribution over the normative properties of the various options available to the 
AI. This group credence distribution would in some way aggregate the stakeholders’ own 

 
18 MacAskill, Bykvist and Ord 2020, p. 15. 
19 There is some debate about how to analyse the notion of ‘appropriateness.’ For a concise overview, see 
MacAskill, Bykvist and Ord 2020, pp. 18-21.  
20 Oddie 1994; Lockhart 2000; Sepielli 2009; 2010; Wedgwood 2013; 2017; MacAskill, Bykvist and Ord 
2020. 
21 MacAskill, Bykvist and Ord 2020, p. 4. 
22 MacAskill, Bykvist and Ord 2020, §2.III. Similarly, Christian Tarsney (2021, p. 172) claims that treating 
normative and empirical uncertainty “differently when we are not forced to is at least prima facie inelegant 
and undermotivated.” Cf. also Sepielli 2010, pp. 75-8; Robinson 2022.  
23 This section partially overlaps with §4.1 of Lloyd 2025c. 
24 Cf. also Barrett and Schmidt’s (2024) application of the MEC idea to the political philosophy of public 
justification. 
25 On group agency, see e.g. List and Pettit 2011; Tollefsen 2015. Who are the relevant stakeholders for any 
given AI? This is a difficult question, and one on which I will officially remain neutral in this paper. I 
discuss it in the appendix §11 below. 
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individual credences. For instance, if the overwhelming majority of stakeholders believe that A is 
more choiceworthy than B, then the stakeholder group agent ought to believe likewise that A is 
more choiceworthy than B. By contrast, if the stakeholders disagree about whether A is more 
choiceworthy than B, then the group agent ought to be uncertain about whether A is more 
choiceworthy than B. According to MSEC, 

an AI ought to perform some action A iff performing A maximises expected 
choiceworthiness according to the group agent that represents the AI’s stakeholders. 

Advocates of MSEC are often quite noncommittal on the question of how the stakeholder 
group’s credence distribution should be aggregated from the stakeholders’ own individual 
credence distributions.26 Martinho et al. suggest that the group’s credence in any particular moral 
theory should be “the share of the population that adheres to that theory.”27 However, Bogosian 
recognises that this approach ignores the fact that some stakeholders will themselves be highly 
uncertain about which moral theory is correct, and suggests that the group’s credences could 
instead be computed directly from the stakeholders’ own set of credence distributions.28  

Bogosian also suggests that the credences of certain subgroups of stakeholders could be 
given extra weight in the aggregation procedure. For instance, if moral philosophers are subject-
matter experts in machine ethics, then perhaps their credences should carry greater weight than 
non-philosophers’ credences.29 Alternatively, perhaps the credences of any individual stakeholder 
from an underrepresented minority group should carry greater weight than other stakeholders’ 
credences, in order to boost minority groups’ power to determining how the AI should act.30 

Progress on the question of how stakeholder credences should be aggregated into the group 
credence distribution might be advanced by drawing upon the existing philosophical and statistical 
literature on group opinion pooling.31 The simplest approach to this problem is linear pooling, 
under which the group’s credence in any particular theory T is a weighted average of the individual 
stakeholders’ credences in T. There is already a well-developed literature on how the weights 
assigned to the stakeholders in this average should be determined.  

One relevant factor is how ‘respected’ a stakeholder is by the other stakeholders. 
Stakeholders who others are more strongly disposed to defer to should arguably have greater 
weight in the aggregation procedure.32 This consideration might be invoked to justify Bogosian’s 
suggestion that the credences of experts in machine ethics should carry greater weight than non-
experts’ credences.  

 
26 E.g. Bogosian 2017, §7.2; Ecoffet and Lehman 2021, §3; Thomsen 2022. 
27 Martinho, Kroesen and Chorus 2021, p. 219. 
28 Bogosian 2017, p. 601. 
29 Bogosian 2017, pp. 601-2; see also Riesen and Boespflug 2025. 
30 Cf. Bogosian 2017, p. 602. 
31 Dietrich and List 2016; Elkin and Pettigrew 2024.  
32 DeGroot 1974; Lehrer and Wagner 1981; Romeijn 2024.  
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A second relevant factor here is how typical a stakeholders’ evidence and experiences are 
relative to the other stakeholders. Stakeholders in more atypical epistemic positions should 
arguably have greater weight than other stakeholders do. This will ensure that the group’s credence 
aggregation process takes into account the information supplied by a wide range of epistemic 
standpoints, rather than being dominated by some limited subset.33 This consideration might be 
invoked to justify the suggestion that the credences of stakeholders from minority groups should 
carry greater weight than other stakeholders’ credences. 

In this paper, I do not assume any particular approach to credence aggregation. The 
advantages and disadvantages that I will impute to MSEC obtain regardless of how credences are 
aggregated. 

4: Hedging our bets 

One advantage of the MSEC approach to machine ethics is that it selects attractive compromise 
options in cases where the stakeholder group has the opportunity to ‘hedge its bets.’ For example, 
imagine that some AI’s stakeholder group has 51% credence in the machine ethic M1, and 49% 
credence in the machine ethic M2. The AI faces a choice between three options, A, B, and C. The 
choiceworthiness values according to M1 and M2 of the options A, B, and C are given in table #1a. 
Hence, A’s expected choiceworthiness is (0.51 × 10) + (0.49 × −10) = 0.2, B’s expected 
choiceworthiness is (0.51 × 9) + (0.49 × 9) = 9, and C’s expected choiceworthiness is 
(0.51 × −10) + (0.49 × 10) = −0.2. B uniquely maximises expected choiceworthiness in this 
situation (table #1b). 

Insert tables #1a and #1b about here. 

 MSEC says that B is preferable to A or C, even though the majority of stakeholders prefer 
option A over B or C. Thus, MSEC conflicts with majority-rule voting in this situation. I regard 
this as a desirable feature of MSEC, because B represents a highly attractive ‘compromise option’ 
in this choice situation. Every stakeholder agrees that B is almost as good as the best possible 
option. By contrast, 49% of stakeholders think that option A is terrible. Thus, MSEC is correct in 
implying that B is preferable to A. 

5: Risk aversion 

Unfortunately, there are other cases in which MSEC fails to select attractive compromise options.34 
As before, imagine that the stakeholder group has 51% credence in M1, and 49% credence in M2. 
The AI now faces a choice between the new options, D, E, and F. The choiceworthiness values 
according to M1 and M2 of the options D, E, and F are given in table #2a, and illustrated in figure 
#1. Hence, D’s expected choiceworthiness is (0.51 × 10) + (0.49 × 0) = 5.1, E’s expected 
choiceworthiness is (0.51 × 4.9) + (0.49 × 4.9) = 4.9, and F’s expected choiceworthiness is 
(0.51 × 0) + (0.49 × 10) = 4.9 (table #2b). Thus, D uniquely maximises expected 
choiceworthiness in this situation, and so MSEC says that D is preferable to E or F. Yet many of 

 
33 Hora and Kardes 2015.  
34 Cf. Vamplew et al. 2018, pp. 33-4.  
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us intuit, to the contrary, that it would be better for our AI to select option E in this choice situation. 
After all, option E is almost as choiceworthy in expectation as option D, and also represents a 
much fairer compromise between M1 and M2.  

Insert table #2a, figure #1, and table #2b about here. 

 One way to avoid this undesirable implication is to embrace a modified version of MSEC 
that incorporates risk aversion. According to a risk averse modification of MSEC, 

an AI ought to perform some action A iff performing A would maximise the expected value 
of a certain strictly concave and strictly increasing function f of choiceworthiness according 
to the group agent that represents the AI’s stakeholders. 

For instance, suppose that the function f looks like the graph illustrated in figure #2. Then the 
expected value of the function f of choiceworthiness (henceforth: adjusted choiceworthiness) 
would be (0.51 × 8) + (0.49 × 0) = 4.08 for D, (0.51 × 4.9) + (0.49 × 4.9) = 4.9 for E, and 
(0.51 × 0) + (0.49 × 8) = 3.92 for F (table #2c). Thus, E uniquely maximises expected adjusted 
choiceworthiness in this situation. As desired, the risk averse modification of MSEC says that E is 
preferable to D or F. More generally, in cases where some compromise option is almost as 
choiceworthy in expectation as any other possible option, a sufficiently risk averse modification 
of MSEC will select the compromise option. 

Insert figure #2 and table #2c about here. 

 One problem with this modified version of MSEC is that the shape of the adjustment 
function f could become a politically fraught question if this modified version of MSEC were to 
be applied to machine ethics. For instance, in choices like the one between D, E, and F that I have 
just been discussing, the modified version of MSEC’s recommendations can depend upon f’s 
degree of concavity. If f is only ever-so-slightly concave, then the modified version of MSEC will 
still recommend D rather than E or F. Correspondingly, the modified version of MSEC will 
recommend E rather than D or F only if f is sufficiently concave. Thus, stakeholders who endorse 
M1 in this scenario will prefer for f to have the lowest possible degree of concavity. By contrast, 
stakeholders who endorse M2 will prefer for f to have the highest possible degree of concavity. 
Rather than resolving the social conflict over machine ethics, adopting the risk-averse modification 
of MSEC might instead open up a new front for social dissensus.  

6: Fanaticism 

Another problem with the unmodified version of MSEC is the problem of ‘fanaticism.’35 A 
decision theory is fanatical iff it prefers lotteries with tiny probabilities of sufficiently high payoffs 
over guarantees of modest payoffs. Nick Bostrom’s famous ‘Pascal’s Mugging’ scenario illustrates 
why many of us regard fanaticism as an undesirable feature in a decision theory: a fanatical 
expected utility maximiser can be induced to hand over her wallet to a ‘mugger’ who promises – 

 
35 Baker 2024. 
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utterly implausibly – to repay her with astronomical quantities of value.36 Unfortunately, MSEC 
is fanatical in an analogous way, and this fanaticism prevents MSEC from selecting the best 
available compromise options in certain choice situations. For instance, imagine that the 
stakeholder group has 99.9% credence in M1, and 0.1% credence in M2. The AI now faces a choice 
between two new options, G and H. The choiceworthiness values according to M1 and M2 of the 
options G and H are given in table #3a. Hence, G’s expected choiceworthiness is (0.999 × 10) +

(0.001 × 10) = 10, and H’s expected choiceworthiness is (0.999 × −100) + (0.001 ×

1,000,000) = 900.1 (table #3b). Thus, H uniquely maximises expected choiceworthiness in this 
situation, and so MSEC says that H is preferable to G. Yet many of us intuit, to the contrary, that 
it would be better for our AI to select option G in this choice situation. After all, the stakeholder 
group is 99.9% sure that H is highly unchoiceworthy, and 100% certain that G is moderately 
choiceworthy. Under these circumstances, it would be reckless and uncompromising for our AI to 
prefer H over G. 

Insert tables #3a and #3b about here. 

Notice, moreover, that fanaticism renders MSEC’s recommendations extremely sensitive 
to tiny shifts in the stakeholder group’s credences. Suppose that the group’s credence in M2 were 
0.0001 rather than 0.001. Under this supposition, H’s expected choiceworthiness would be 
(0.9999 × −100) + (0.0001 × 1,000,000) = 0.01, and so MSEC would recommend G rather 
than H. Thus, a shift of less than one thousandth in the group’s credence in M2 completely reverses 
MSEC’s verdict on the choice between G and H. This extreme sensitivity seems especially 
undesirable in the context of machine ethics, where the weights attached to different machine 
ethics will presumably have to be estimated using surveys of stakeholder opinion that are 
inevitably subject to small measurement errors (cf. §7 below). 

 One strategy for avoiding this undesirable implication is to embrace a risk averse 
modification of MSEC that places additional restrictions on the adjustment function f. Specifically, 
we can require that f have some particular upper bound, as in figure #3. For example, if the upper 
bound on f is less than or equal to 1,000, then H’s adjusted choiceworthiness according to M2 must 
be less than 1,000. Moreover, if f intersects the origin (as in figure #3), then H’s adjusted 
choiceworthiness according to M1 must be less than zero. Hence, under these assumptions H’s 
expected adjusted choiceworthiness must be less than (0.001 × 1,000) + (0.999 × 0) = 1. Thus, 
so long as 𝑓(10) ≥ 1, G’s expected adjusted choiceworthinesses must be greater than H’s. As 
desired, a risk averse modification of MSEC in which the adjustment function f has a low enough 
upper bound can deliver the plausible result that G is preferable to H.  

Insert figure #3 about here. 

 In fact, this risk-averse modification of MSEC guarantees that G would be preferable to H 
regardless of H’s choiceworthiness according to M2. For instance, even if H’s choiceworthiness 
according to M2 were 1,000,000,000, its adjusted choiceworthiness according to M2 would still be 
less than 1,000 under this modification of MSEC, and so H’s expected adjusted choiceworthiness 

 
36 Bostrom 2009. 
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would still be greater than G’s. This strikes me as a desirable result. Even if H’s choiceworthiness 
according to M2 were 1,000,000,000, it would still be reckless and uncompromising for our AI to 
prefer H over G.  

7: Hypersensitivity 

Unfortunately, however, both MSEC and its risk averse modified versions suffer from several 
further disadvantages. One such disadvantage is hypersensitivity to small differences in 
stakeholder opinion, in a way that seems unnecessarily severe. 

For instance, imagine that some research scientists are using a biomedical AI to assist them 
in gain-of-function research. The biomedical AI has a certain fixed amount of compute at its 
disposal, each unit of which it can use for one of two purposes: (1) assisting the scientists in their 
gain-of-function research, and (2) performing simulations to determine how safe the research is 
likely to be. Furthermore, imagine that the stakeholders for this biomedical AI disagree on how its 
compute should be divided between these two possible uses. Some of the stakeholders endorse the 
machine ethic M1, according to which the AI should trust the research scientists to determine for 
themselves whether their research is safe. Hence, M1 implies that all of the AI’s compute should 
be spent on assisting the gain-of-function research. According to M1, the choiceworthiness of 
spending s% of the AI’s compute on performing safety testing is 100-s, as illustrated in figure #4a. 
By contrast, the rest of the stakeholders endorse the machine ethic M2, according to which a 
significant proportion – let’s say 60% – of the AI’s compute should be spent on determining how 
safe the research is likely to be before the AI decides whether or not it should assist the scientists. 
According to M2, the choiceworthiness of spending s% of the AI’s compute on performing safety 
testing is 100-|60-s|, as illustrated in figure #4b (|60-s| denotes the absolute value of the difference 
between 60 and s). 

Insert figures #4a and #4b about here. 

 Imagine that a survey of stakeholders suggests that the stakeholder group’s credence is split 
51% to 49% between M1 and M2. Under this assumption, figure #4c illustrates expected 
choiceworthiness as a function of s. Expected choiceworthiness in figure #4c is clearly maximised 
when s is as small as possible. Hence, the unmodified version of MSEC implies that none of the 
AI’s compute should be spent on performing safety testing.  

Insert figure #4c about here. 

 However, now imagine that we learn that the original survey was slightly mistaken. A more 
reliable survey now suggests that the stakeholder group’s credence is split 49% to 51% between 
M1 and M2. Under this assumption, figure #4d illustrates expected choiceworthiness as a function 
of s. Expected choiceworthiness in figure #4d is clearly maximised when s=60%. Hence, the 
unmodified version of MSEC implies that 60% of the AI’s compute should be spent on performing 
safety testing. 

Insert figure #4d about here. 
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 This example reveals that under MSEC, how much compute the biomedical AI should 
spend on safety testing depends discontinuously upon how many stakeholders endorse M1 as 
opposed to M2 (illustrated in figure #5a). This means that MSEC is extremely sensitive to small 
differences in stakeholder opinion, such as the difference between 49% and 51% credence in M1 
or M2. Moreover, this extreme sensitivity strikes me as entirely unnecessary. In place of the 
discontinuous function illustrated in figure #5a, we could instead adopt a continuous function (two 
examples of which are illustrated in figure #5b). If the stakeholder group’s credence is divided 
roughly 50-50 between M1 and M2, then the fraction of the AI’s compute devoted to safety testing 
should plausibly be somewhere in between 0% and 60%.37 

Insert figures #5a and #5b about here. 

 The modified versions of MSEC introduced in §§5-6 above also suffer from this problem. 
I stipulated above that M1 and M2’s choiceworthiness functions are 100-s and 100-|60-s| 
respectively (as illustrated in figure #4b). However, given any particular strictly increasing 
adjustment function f, I could just as easily have stipulated instead that M1, and M2’s 
choiceworthiness functions are such as to make f(choiceworthiness)=100-s for M1 and =100-|60-
s| for M2. (One just needs to stipulate that M1 and M2’s choiceworthiness functions are 
𝑓ିଵ(100 − 𝑠) and 𝑓ିଵ(100 − |60 − 𝑠|) respectively, where 𝑓ିଵ is the inverse function of f.) 
Thus, this disadvantage of MSEC also applies mutatis mutandis to its risk averse modified 
versions. 

 Of course, the example that I have used in this section is extremely simplified, and perhaps 
unrealistic. Nonetheless, this example illustrates an unattractive feature of MSEC and its modified 
versions that can also manifest itself in more complex and realistic choice situations.  

8: Intertheoretic comparisons 

Another even more important problem with MSEC and its modified versions is the problem of 
intertheoretic unit comparisons. MEC and MSEC are only applicable in cases in which 
intertheoretic unit comparisons can be made between all of the theories in which the agent or group 
has positive credence. Two moral theories M1 and M2 are said to be intertheoretically unit 
comparable iff for any options A, B, C, and D none of which are pairwise tied for choiceworthiness 
according to M1 or M2, there exists some real number k such that it is true and meaningful to say 
that the difference in choiceworthiness between A and B according to M1 is k times the size of the 
difference in choiceworthiness between C and D according to M2. Analogously, °F and °C are 
unit-comparable scales for temperature: a difference in temperature of 1°C is equivalent to a 
difference in temperature of 1.8°F. Trying to calculate intertheoretic expected choiceworthiness is 
simply incoherent in cases where unit comparisons are impossible. (This would be a bit like trying 
to calculate the average of 100 acres and 3 bananas.) 

 
37 I discuss elsewhere exactly how the value of this fraction should be determined (Lloyd 2025c).  
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 Many philosophers of moral uncertainty have been sceptical about the possibility of 
intertheoretic unit comparisons.38 For instance, imagine trying to compare absolutist deontology 
against scalar utilitarianism. These two different moral theories don’t even use the same deontic 
categories: absolutist deontology sees the world only in terms of permissions and prohibitions, 
whereas scalar utilitarianism sees the world only in terms of betterness and worseness of outcomes 
in terms of aggregate utility. It strikes many of us as implausible to say that there is some value of 
k such that the choiceworthiness difference between murdering someone and refraining from doing 
so according to absolutist deontology is k times the size of the choiceworthiness difference 
between buying a Mother’s Day present and refraining from doing so according to scalar 
utilitarianism. 

 Moreover, even if these intertheoretic comparisons are possible in principle, deciding how 
to commensurate between different moral theories could become a politically fraught question if 
MSEC were to be applied to machine ethics. For instance, imagine that we are trying to determine 
the value of k such that the choiceworthiness difference between options A and B according to M1 
is k times the size of the choiceworthiness difference between options A and B according to M2. 
In this situation, the larger the value of k, the more sensitive MSEC’s recommendations will be to 
M1’s choiceworthiness judgements, as opposed to M2’s. Hence, stakeholders who endorse M1 will 
prefer for k to be as large as possible, whereas stakeholders who endorse M2 will prefer for k to be 
as small as possible. Adopting MSEC does not really resolve the social conflict over machine 
ethics: it merely relocates this social conflict to the question of how large k should be. 

9: Variance normalization 

One strategy for avoiding the problem of intertheoretic value comparisons is to replace MSEC 
with a machine ethic of maximising socially expected variance-normalized choiceworthiness. 
Variance normalization is a way of rescaling intertheoretically incomparable choiceworthiness 
schedules so that the rescaled versions can be compared. Consider some reference set 𝒜 of 
options, each of which the AI might confront in some choice situation or other. The variance of 
choiceworthiness values over 𝒜 according to the machine ethic M is a measure of the ‘spread’ or 
‘dispersion’ of those choiceworthiness values; it is defined as the average squared difference 
between option choiceworthiness and mean choiceworthiness in 𝒜 according to M. Suppose that 
choiceworthiness variance over 𝒜 is 100 according to M1, but only 20 according to M2. Then to 
variance normalize M1 and M2 is to multiply each of their choiceworthiness functions by a scaling 
constant selected to ensure that the rescaled choiceworthiness functions have the same variance 
over 𝒜. 

 Suppose that in some choice situation, one wants to know the variance normalized 
choiceworthiness of option A according to the machine ethic M. What reference set of options 𝒜 
should one use to perform the variance normalization? One approach is to use the set of options 
available in this choice situation – call this the narrow approach. Another approach is to use 

 
38 Hudson 1989; Gracely 1996; Broome 2012, pp. 184-5; Gustafsson and Torpman 2014; Nissan-Rozen 
2015; Hedden 2016, §5.2.1; Gustafsson 2022, §5; Kaczmarek, Lloyd and Plant 2025.  
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something like the set of all options it is possible to confront in at least one choice situation or 
other – call this the broad approach.39 

 One problem that confronts both approaches to variance normalization is the problem of 
option individuation.40 Imagine that according to the machine ethic M1, option A’s 
choiceworthiness is close to mean choiceworthiness in the reference set 𝒜. By contrast, according 
to M2, A’s choiceworthiness is far greater than mean choiceworthiness in 𝒜. Now suppose that 
we split option A up into two more fine-grained options. For instance, if option A is flicking some 
switch, then we could split A into the two options L, ‘flicking the switch with one’s left hand,’ and 
R, ‘flicking the switch with one’s right hand.’ Splitting A into L and R will decrease 
choiceworthiness variance over 𝒜 according to M1, but will increase it according to M2. Thus, 
variance depends on how we individuate options. 

 In response to this problem, several authors have suggested that we should redefine the 
mean and variance of choiceworthiness in 𝒜 according to the machine ethic M in terms of 
weighted averages, where the weight assigned to any option A is given by some measure over the 
space of possible options.41 “A measure will define the ‘size’ of different options, allowing an 
option to be divided into two smaller options without affecting the variance.”42 If the measure 
assigns m to option A, then the sizes of options L and R will sum to m.  

 The trouble with this proposal lies in specifying what exactly the measure over the option 
space should supervene on.43 One potential response to this challenge has been proposed by 
MacAskill, Cotton-Barratt and Ord (henceforth: MC&O). MC&O suggest that an option’s measure 
should be equal to the agent’s (or in this case the group agent’s) fundamental prior probability that 
the option in question will be performed.  

Prima facie, however, it is difficult to see why one should use this ur-prior as the measure 
for variance normalization.44 Furthermore, MC&O’s measure has several unattractive 
implications.45 For instance, if subjective Bayesianism is correct, then different rational agents can 
have wildly different ur-priors over propositions. Thus, under MC&O’s preferred version of 
variance normalisation, an action’s expected normalized choiceworthiness can depend upon the 
brute fact of what that (group) agent’s ur-prior credence distribution happens to be. This 
implication strikes me as undesirable. One way to avoid this implication is to adopt a robust form 

 
39 This characterisation of broadness is somewhat ambiguous (cf. MacAskill, Cotton-Barratt and Ord 2020, 
p. 68). One ambiguity concerns the kind of ‘possibility’ being invoked here. Is it logical? Metaphysical? 
Nomological? Relatedly, are we interested in the set of all possible choice situations for all possible agents? 
Or, are we instead interested in the set of choice situations that this particular decision maker could have 
faced in the past or could face in the future? Different disambiguations in response to these questions will 
produce importantly different versions of broadness. 
40 MacAskill, Bykvist and Ord 2020, pp. 96-101. 
41 MacAskill, Bykvist and Ord 2020; MacAskill, Cotton-Barratt and Ord 2020. 
42 MacAskill, Bykvist and Ord 2020, p. 99. 
43 Tarsney 2019; Pivato 2022; Lloyd 2025b, §4. 
44 Gustafsson 2022, n. 22.  
45 Neth forthcoming. 
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of objective Bayesianism, according to which one particular ur-prior distribution is uniquely 
rational. But this is itself a highly contentious commitment that many epistemologists will reject.46 

 Moreover, even if one can solve the problem of option individuation, the variance 
normalization project still faces several further problems.47 In particular, narrow versions of 
variance normalisation: 

1. can be sensitive to the choiceworthiness values of Pareto-dominated and nearly Pareto-
dominated options;48 

2. can be sensitive to how choice situations are individuated;49 
3. can result in cyclical preferences and susceptibility to money pumping;50 and 
4. are insensitive to disagreements between different machine ethics about the relative stakes 

of particular choice situations.51 

Both the narrow and broad versions of variance normalisation are also only applicable to interval-
scale measurable theories of choiceworthiness. Choiceworthiness is interval-scale measurable 
according to some theory M iff for any options A, B, C and D, there exists some k such that it is 
true and meaningful to say that the difference in choiceworthiness between A and B is k times the 
size of the difference in choiceworthiness between C and D, according to M. Temperature is one 
example of an interval-scale measurable variable; °C and °F are two examples of interval scales. 
However, some stakeholders might endorse theories of machine ethics that are non-interval-scale 
measurable. For instance, absolutist deontologists might endorse a purely ordinal machine ethic, 
according to which any option belongs to one or more of a finite number of deontic categories 
(like permissible, impermissible, and supererogatory). Such merely ordinal machine ethics will 
need to be somehow cardinalized before they can be handled even by a variance-normalizing 
version of MSEC.52 

 Some of these problems might be resolved by more sophisticated versions of variance 
normalization. At least at present, however, they stand in the way of practically implementing a 
plausible version of variance-normalizing MSEC.53 Moreover, even if these problems can in 
principle be resolved, deciding exactly how to resolve them could become a politically fraught 
question if variance-normalizing MSEC were to be applied to machine ethics. Stakeholders might 
disagree about whether the reference set should be broad or narrow; how choice situations should 
be individuated; and how merely ordinal theories of choiceworthiness should be cardinalized. 

 
46 Lin 2022. 
47 Lloyd 2025b.  
48 Greaves and Cotton-Barratt 2024, §5; see also Sepielli 2013, §2; Ecoffet and Lehman 2021, §5.3; Tarsney 
2021, p. 166. 
49 Lloyd 2025b, §7. 
50 MacAskill, Bykvist and Ord 2020, p. 104; MacAskill, Cotton-Barratt and Ord 2020, p. 95. 
51 MacAskill, Cotton-Barratt and Ord 2020, p. 69; cf. Sepielli 2013, §1.  
52 MacAskill, Bykvist and Ord 2020; Carr 2022; cf. also Tarsney 2019; 2021; Gustafsson 2022; Pivato 
2022. 
53 Complicated versions of variance-normalizing MSEC will also sacrifice much of the original intuitive 
appeal and elegance of the MSEC approach to machine ethics.  
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Rather than resolving the social conflict over machine ethics, adopting variance-normalizing 
MSEC might instead open up new fronts for social dissensus.  

10: Conclusion 

MSEC is one of the most popular responses to the problem of moral disagreements in machine 
ethics. However, I have argued in this paper that MSEC suffers from several important 
disadvantages. Some of these disadvantages can be avoided by adopting a modified version of 
MSEC (§§5-6); others are more intractable (§§7-9).  

 This discussion suggests several desiderata for a machine ethic that responds to the problem 
of moral disagreement. Firstly, an AI should select attractive compromise options, even in cases 
where this violates majority rule and expected choiceworthiness maximisation (§§4-5, 7). 
Secondly, and relatedly, our AI should not be ‘fanatical’: it should not choose options that only a 
small minority of stakeholders regard as choiceworthy (§6). Finally, our response to disagreements 
about machine ethics should not require us to make unit comparisons between different 
stakeholders’ theories of choiceworthiness (§§8-9).  

 Despite MSEC’s popularity, it is not particularly surprising that MSEC fails to satisfy these 
natural desiderata on a procedure for decision making under conditions of moral disagreement. 
MEC and MSEC are inspired by standard decision theory, which treats decision making under 
uncertainty as a problem of selecting the optimal gamble. This framework is neither designed nor 
intended to select compromise options around which one can build some measure of social 
consensus.54  

 In conclusion, I want to suggest that a bargaining-theoretic approach might be better suited 
to the problem of machine ethics under moral disagreement. Bargaining theory is designed to select 
acceptable compromise options: each stakeholder only agrees to bargains that improve upon her 
status quo ‘disagreement point’ choiceworthiness. Furthermore, most bargaining solution concepts 
satisfy a ‘scale invariance’ axiom, which means that they do not require any unit comparisons 
between the different bargainers’ utilities.55 In a companion piece to this paper, I discuss the 
prospects for the bargaining approach to machine ethics in considerably greater detail.56  

More generally, I hope that other researchers in machine ethics will investigate alternatives 
to the currently popular voting-theoretic and MSEC responses to stakeholder normative 
disagreement.57 MSEC has enough stubborn disadvantages that we should be actively searching 
for an alternative. 

 

 
54 Kaczmarek, Lloyd and Plant 2025, p. 1153.  
55 For applications of bargaining theory to the intrapersonal problem of moral uncertainty, see Greaves and 
Cotton-Barratt 2024; Kaczmarek, Lloyd and Plant 2025; Lloyd 2025. 
56 Lloyd 2025c. 
57 I discuss the voting-theoretic approach in Lloyd 2025c. 
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11: APPENDIX: who counts as a stakeholder? 

Throughout this paper, I have spoken freely of the ‘stakeholders’ (whose credences are to be 
aggregated by MSEC) without saying who these stakeholders are. Recall the LAW described in 
§1 above, which has the chance to neutralise several enemy combatants by means of destroying a 
site of considerable cultural importance. We can ask, for instance, whether the enemy combatants’ 
views should carry any weight in determining how this LAW behaves? What about the views of 
civilians who reside in enemy territory? Consider likewise the members of future generations 
whose lives will be affected by the choices of present-day AIs, and the non-human animals whose 
welfare is at stake in choice situations like the foie gras example of §2. Do any or all of these count 
as stakeholders? These are difficult questions, and (in the military cases at least) politically charged 
ones as well. 

Speaking somewhat loosely, the stakeholders for any given AI are all and only those 
individuals whom it is normatively appropriate for us to consult (and to at least partially defer to) 
when we are deciding what that AI’s machine ethic should be. Notice that this characterisation is 
explicitly normative. Different moral and political theories will disagree about what makes it 
appropriate to consult and defer to somebody in this context, and hence will delineate the class of 
stakeholders differently.58 Call the question of how this class should be selected the delineation 
question. 

Before addressing the delineation question, I want to draw attention to one structural 
feature of MSEC that partially settles it. What MSEC aggregates are the stakeholders’ credence 
distributions over theories of choiceworthiness (§3). Thus, in order to be consulted under MSEC, 
a stakeholder must be the kind of entity that is capable of holding credences over such theories. 
Sentient animals have morally important interests, but presumably no credences over theories of 
choiceworthiness. The same holds true a fortiori for culturally important sites. In other words: 
within the MSEC framework, entities of these kinds can figure as objects of moral concern, but 
not as consultable stakeholders. 

The interests (or other morally significant features) of these entities can nonetheless 
register within MSEC in at least two different ways. Firstly, they can register via the contents of 
the stakeholders’ own moral theories. Many of the theories in which human stakeholders have 
positive credence will themselves assign considerable importance to protecting animal welfare, or 
to preserving culturally important sites. Secondly, some of these entities could be represented by 
appointed proxies: human trustees who hold credences and advocate on behalf of those who cannot 
do so for themselves. Political theorists have already discussed proxy representation of this kind 
for non-human animals and nature,59 and for the members of future generations, who will (or at 
least may) eventually hold credences of their own, but who are unavailable for consultation 

 
58One instance of this normative disagreement: is it ever legitimate to exclude from the class of stakeholders 
those individuals whose views about machine ethics almost all of the other stakeholders regard as wholly 
‘unreasonable’? 
59Dobson 1996; Goodin 1996; O’Neill 2001; cf. also Donaldson and Kymlicka 2011. 
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today.60 Of course, it is a difficult further question exactly which credence distribution a proxy 
should employ on behalf of her principals. 

With these clarifications in hand, I now turn to the delineation question itself. Fortunately, 
for the purposes of this paper, I do not need to defend any particular answer to this question. MSEC 
and its rivals are best understood as procedures that all take some particular delineation of the class 
of stakeholders as one of their shared inputs. Given any particular view about whose credences it 
is appropriate for us to consult and defer to, each of these procedures specifies one possible way 
of aggregating the disagreements between those stakeholders. Thus, whatever one’s preferred 
answer to the delineation question, the comparative arguments of this paper apply unchanged. In 
other words: the delineation question is orthogonal to the question of how stakeholder 
disagreements ought to be aggregated once the stakeholders have been identified. 

One reason why this paper can afford to remain neutral on the delineation question is that 
this question is everyone’s problem. Any response to moral disagreement in machine ethics that 
defers to some range of voices must somehow determine whose voices these should be. Voting-
theoretic approaches must decide who is to receive the franchise; bargaining-theoretic approaches 
must decide who is to receive a seat at the negotiating table; and MSEC must decide whose 
credences are to enter the aggregation pool. Even a technocratic approach under which our AIs 
would defer only to some small panel of experts must confront the analogous question of who 
counts as an expert. I see no reason to believe that the delineation question will prove significantly 
more or less tractable for any one of these approaches than for any of the others. Hence, important 
though it is, the delineation question cannot help us to choose between MSEC and its rivals. 

It is true that MSEC’s verdicts can depend significantly upon how the delineation question 
is answered. If enemy combatants count as stakeholders for the LAW of §1, then that LAW may 
behave very differently on the battlefield than it would if enemy combatants were excluded. It 
might therefore be tempting to conclude, in the spirit of §§5 and 8-9 above, that the delineation 
question is yet another ‘politically fraught question’ that counts against MSEC. However, there is 
a significant disanalogy here. Politically fraught questions like the shape of the adjustment function 
f (§5) and the size of the commensuration constant k (§8) are internal to MSEC and its modified 
versions: these questions arise only if one adopts some version of MSEC, and so rival approaches 
to machine ethics may avoid them. By contrast, the delineation question arises upstream of the 
choice between MSEC and its rivals, and it arises for all of these approaches equally. Thus, whilst 
the political fraughtness of f and k counts against MSEC in a comparative assessment, the political 
fraughtness of the delineation question does not. 

A related practical problem is that regardless of whichever delineation of the stakeholders 
is normatively appropriate, there is a risk that the actors who actually deploy AIs may decline to 
implement that delineation. For instance, it is hard to imagine military command structures 
granting enemy combatants any say over the behaviour of their own weapons systems, even if it 
would be normatively appropriate for them to do so. This gap between the normatively appropriate 
and the politically feasible is a genuine problem. Once again, however, it is a problem for every 

 
60Ekeli 2005; Karnein 2016; Zwarthoed 2018. 
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approach to machine ethics under conditions of moral disagreement, and not for MSEC in 
particular. 

Although any complete answer to the delineation question lies well beyond the scope of 
this paper, I do want to indicate briefly where the resources for such an answer might be found. 
Political theorists have long debated the so-called boundary problem in democratic theory: the 
problem of determining who should be included in the ‘demos’ that takes collectively binding 
decisions.61 Perhaps the most prominent answer to the boundary problem is the all-affected-
interests principle, according to which every individual whose interests stand to be affected by 
some collective decision should have some say over the making of that decision.62 Transposed into 
the present context, the all-affected-interests principle would imply that the stakeholders for any 
given AI include everybody whose interests that AI’s behaviour stands to affect. This is a 
maximally inclusive answer to the delineation question. Of course, the all-affected-interests 
principle is highly contested. Political theorists have proposed various amendments to this 
principle, as well as various rivals to it – for instance, the principle that the demos should include 
all and only those individuals who are subjected to the collectively binding decisions in question.63 
I doubt that political theorists will be able to resolve these debates about the boundary problem 
any time soon. The point I wish to make here is more modest: the delineation question is not sui 
generis. It is one instance of a much more general problem concerning the boundaries of inclusive 
collective decision making, and machine ethicists can therefore draw upon several decades of 
existing research concerning this more general problem.64 

In summary: who should count as a stakeholder is a large and important question, and it 
interacts with several live debates in political theory and business ethics. Nonetheless, I have 
argued in this appendix that the delineation question is orthogonal to the comparative assessment 
of MSEC that has been my concern in the main body of this paper. Every approach to machine 
ethics under conditions of moral disagreement must eventually be paired with some answer to the 
delineation question. But there is no reason to expect that this question will prove any harder – or 
any easier – for advocates of MSEC to answer than for anybody else. 
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61Whelan 1983. 
62Goodin 2007. Goodin himself argues that on its most defensible interpretation, the all-affected-interests 
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Tables 

CHOICEWORTHINESS M1: 0.51 credence M2: 0.49 credence 
A 10 –10 
B 9 9 
C –10 10 

 
(Table #1a) 

 

CHOICEWORTHINESS M1: 0.51 credence M2: 0.49 credence Intertheoretic 
expectation 

A 10 –10 0.2 
B 9 9 9 
C –10 10 –0.2 

 
(Table #1b) 

 

CHOICEWORTHINESS M1: 0.51 credence M2: 0.49 credence 
D 10 0 
E 4.9 4.9 
F 0 10 

 
(Table #2a) 

 

 



Page 24 of 29 

CHOICEWORTHINESS M1: 0.51 credence M2: 0.49 credence Intertheoretic 
expectation 

D 10 0 5.1 
E 4.9 4.9 4.9 
F 0 10 4.9 

 
(Table #2b) 

 

ADJUSTED 

CHOICEWORTHINESS 
M1: 0.51 credence M2: 0.49 credence Intertheoretic 

expectation 
D 8 0 4.08 
E 4.9 4.9 4.9 
F 0 8 3.92 

 
(Table #2c) 

 

CHOICEWORTHINESS M1: 0.999 credence M2: 0.001 credence 
G 10 10 
H -100 1,000,000 

 
(Table #3a) 

 

CHOICEWORTHINESS M1: 0.999 credence M2: 0.001 credence Intertheoretic 
expectation 

G 10 10 10 
H -100 1,000,000 900.1 

 
(Table #3b) 
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