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Abstract

In this paper, I propose and defend a new criterion for appropriate
choice under conditions of moral uncertainty. According to this new
criterion, it is appropriate to follow some moral theory T under con-
ditions of moral uncertainty iff T maximises expected truthlikeness.
This approach to moral uncertainty has several important advantages:
(1) it does not require any intertheoretic choiceworthiness compar-
isons; (2) it respects agent-centred prerogatives and supererogation;
(3) it does not suffer from any ‘individuation problems’; and (4) it has
a prima facie plausible motivating idea.

1 Introduction
Almost all of us are uncertain about some aspects of morality. Is saving
someone’s pride a good enough reason to lie? Is vegetarianism morally re-
quired? And am I morally permitted to prioritize my friends and family
over the needs of distant strangers? Even many professional ethicists find
themselves uncertain about normative questions like these. This means that
we often have to make decisions in our own lives despite being in the dark
about what morality really requires of us.

Still, even if I am highly uncertain about the rightness or wrongness of
the various options available to me, I might nonetheless at least be able
to work out how it is most appropriate for me to behave in light of my
moral uncertainty.1 For instance, suppose I am uncertain about which moral

1‘Appropriate’ here is a term of art, that different philosophers explicate in different
ways. Perhaps the most popular approach is to understand appropriateness as a kind
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theory is correct, and that I need to decide which charity to donate $100 to.
Suppose I have 60% credence in a moral theory according to which it is quite
important for me to donate all of my money to Oxfam, and 40% credence in
a moral theory according to which it is morally unimportant which charity
I donate to. Under these conditions, there is plausibly some sense in which
it is uniquely ‘appropriate’ – in light of my moral uncertainty – for me to
donate my money to Oxfam.

Of course, seeing how it is appropriate to behave in this particular, simpli-
fied case does not yet give one any guidance on how to behave appropriately
in other, more complicated cases. What we would really like to have is a gen-
eral criterion of appropriate choice under conditions of moral uncertainty. My
aim in this paper will be to propose and defend a totally new such criterion
of appropriate choice – called ‘Maximising Expected Truthlikeness’, or ‘MET’
for short. The motivating idea behind MET will be that it is appropriate
to follow some moral theory T under conditions of moral uncertainty iff T
is (in some sense) ‘the best’ moral theory that the decision maker can find
to follow right now. And according to MET, ‘the best’ moral theory for any
given decision maker to follow right now is the moral theory that is closest
to the truth in expectation under this decision maker’s credence distribution.

In §§2-4 below, I begin by critiquing two alternatives to MET. Then, in
§§5-6, I introduce and characterize MET. In §§7-8, I argue that the best ver-
sion of MET compares favourably with its competitors. Finally, §9 suggests
some avenues for future research.

2 MFT and MEC
According to one prima facie natural response to moral uncertainty, it is
most appropriate for me to just follow ‘My Favourite Theory’ (henceforth:
MFT). In other words:

of rationality (e.g. Sepielli 2009; 2014; Bykvist 2014; Geyer 2018; MacAskill, Bykvist
and Ord 2020, pp. 20-1). On the other hand, Pittard and Worsnip (2017) defend a
metanormative contextualist analysis of appropriateness, according to which the ‘ought’
of appropriateness is on all fours with the ‘ought’s of objective and subjective first-order
morality. And Olle Risberg (2023) argues that whereas first-order moral theories are
truth-apt answers to “the question of what we ought to do,” theories of appropriateness
are conative responses to “the question of what to do.” I will not assume any particular
metaethics of appropriateness in this paper.

2



(MFT) it is appropriate to follow some moral theory T under
conditions of moral uncertainty iff T is the moral theory in which
the decision maker has greatest credence.2

On the other hand, another natural response to moral uncertainty is moti-
vated by the idea that that we should handle moral uncertainty analogously
to how standard decision theory handles descriptive uncertainty. According
to this ‘Maximise Expected Choiceworthiness’ (henceforth: MEC) response,

(MEC) some option A is appropriate under conditions of moral
uncertainty iff choosing A maximises intertheoretic expected choice-
worthiness,3

where the choiceworthiness of some option A according to any given moral
theory T is just the strength of the decision maker’s moral reasons in favour
of choosing A according to T.4 The intertheoretic expected choiceworthiness
of some action is then a weighted average of its choiceworthinesses according
to each of the moral theories in which the decision maker has credence, where
each theory’s weighting in this average is the decision maker’s credence in
that theory.

MEC can be applied only in cases where intertheoretic unit comparisons
can be made between all of the theories in which the decision maker has
positive credence. Two theories T1 and T2 are said to be intertheoretically
unit-comparable iff for any options A, B, C, and D – none of which are
pairwise tied for choiceworthiness according to T1 or T2 – there exists some
positive number k for which it is true and meaningful to say that the dif-
ference in choiceworthiness between A and B according to T1 is k times the
size of the difference in choiceworthiness between C and D according to T2.
Analogously, °F and °C are unit-comparable scales for temperature: a dif-
ference in temperature of 1°C is equivalent to a difference in temperature of

2Gracely 1996; Gustafsson and Torpman 2014.
3Oddie 1994; Lockhart 2000; Sepielli 2009; 2010; Wedgwood 2013; 2017; MacAskill,

Bykvist and Ord 2020. Note that as I have defined them in this paper, MEC and MFT
differ with respect to their primary loci for appropriateness evaluations. According to
MEC, options are the primary locus for appropriateness evaluations; and the appropriate-
ness of acting in accordance with some moral theory T will depend exactly and only upon
whether following T would lead one to maximise intertheoretic expected choiceworthiness.
By contrast, according to MFT, moral theories are the primary locus for appropriateness
evaluations; and the appropriateness of choosing some option A then supervenes exactly
and only upon how option A is evaluated by one’s favourite moral theory.

4MacAskill, Bykvist and Ord 2020, p. 4.
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1.8°F. Trying to calculate intertheoretic expected choiceworthiness is simply
incoherent in cases where unit comparisons are impossible. (This would be
a bit like trying to calculate the average of 100 acres and 3 bananas.)

3 Advantages of MFT
Although MFT has had fewer philosophical defenders than MEC, MFT does
have several immediate advantages.5 Firstly, MFT can be applied in cases
where intertheoretic unit comparisons cannot be made between some or all
of the theories in which the decision maker has positive credence.6 This
is important, because many philosophers have been sceptical about the very
possibility of intertheoretic unit comparisons.7 Edward Gracely suggests that
“it is part of the very nature of a moral system that it presents a way of view-
ing reality, and that the differing visions of different moral systems cannot be
directly compared.”8 Relatedly, Brian Hedden argues that any choice about
how to commensurate between two different moral theories will always “seem
arbitrary and unmotivated. There is nothing in the moral theories themselves
that tells us how to make intertheoretic value comparisons” – and it is difficult
to see what other facts could ground or explain these kind of intertheoretic
choiceworthiness comparisons.9

Intertheoretic value comparisons also seem implausible in run-of-the-mill
theory pairings. For instance, imagine trying to compare absolutist deontol-
ogy against scalar utilitarianism. These two different moral theories don’t
even use the same deontic categories: absolutist deontology sees the world
only in terms of permissions and prohibitions, whereas scalar utilitarianism
sees the world only in terms of betterness and worseness of outcomes with
regard to aggregate utility. For any possible value of k, it strikes many of us
as implausible to say that the choiceworthiness difference between murdering
someone and refraining from doing so according to absolutist deontology is k

5Though on the purported advantages of MEC over MFT, cf. Sepielli 2009; MacAskill,
Bykvist and Ord 2020, pp. 44-5.

6Gracely 1996; Gustafsson and Torpman 2014
7Hudson 1989; Gracely 1996; Broome 2012, pp. 184-5; Gustafsson and Torpman 2014;

Nissan-Rozen 2015; Hedden 2016, §5.2.1; Newberry and Ord 2021; Gustafsson 2022, §5;
Kaczmarek, Lloyd and Plant 2025.

8Gracely 1996, p. 328.
9Hedden 2016, p. 109.
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times the size of the choiceworthiness difference between buying a Mother’s
Day present and refraining from doing so according to scalar utilitarianism.10

MFT also has more plausible implications than MEC in many cases where
the decision maker has high credence in theories according to which agent-
centred prerogatives are an important feature of morality.11 For instance,
suppose that some decision maker has 90% credence in one moral theory
which implies that aborting a foetus in the first trimester and choosing
to carry the foetus to term are both morally permissible, because preg-
nant women have strong agent-centred prerogatives over their bodies – even
though, according to this moral theory, carrying the foetus to term would be
no worse than aborting. Additionally, this decision maker has 10% credence
in a moral theory which implies that aborting a foetus in the first trimester is
impermissible – and therefore less choiceworthy – than choosing to carry the
foetus to term. MEC implies that it would be inappropriate for this decision
maker to abort a foetus in the first trimester.12 By contrast, MFT implies
that it is appropriate for our decision maker to follow the moral theory in
which she has 90% credence. Hence, MFT licences our decision maker to
choose under the assumption that carrying the foetus to term and aborting
are both morally permissible options. This will strike many of us as more
plausible than MEC’s verdict in this choice situation.

Finally, MFT is also prima facie intuitively attractive. As Johan Gustafs-
son observes, MFT “captures the way that many people handle moral un-
certainty: they identify with the theory they like best (they call themselves
Kantians, libertarians, utilitarians, and so on), and they aim to follow the
dictates of that theory.”13 By contrast, MEC strikes many of us as somewhat
less intuitively appealing, with Kaczmarek, Lloyd and Plant suggesting that
“selecting a decision procedure that is designed to recommend optimal gam-
bles [is] prima facie much less appealing in the moral uncertainty case than

10Some advocates of MEC have recently developed techniques to apply a modified
version of the theory to cases in which intertheoretic unit comparisons are impossible
(MacAskill 2016; MacAskill, Bykvist and Ord 2020; MacAskill, Cotton-Barratt and Ord
2020; Tarsney 2021). However, for strong criticisms of these proposals, see Tarsney 2019;
Pivato 2022; Gustafsson 2022; Lloyd unpublished.

11More generally, I hope to argue in future work that MFT and MET both handle
structural diversity of moral theories better than any of their rivals (cf. Tarsney 2021).

12Compare Chipman 1984; Lockhart 2000; Braddock 2024. For a response to this
objection, see MacAskill, Bykvist and Ord 2020, pp. 51-3. For criticism of this response,
see Hedden 2016, §5.2.2; Sung 2023; Kaczmarek and Lloyd forthcoming.

13Gustafsson 2022, p. 449; likewise Gracely 1996, p. 332.
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it is in the descriptive uncertainty case.”14

4 The problem of theory individuation
Unfortunately, however, MFT suffers from a fatal problem of theory individ-
uation.15 Imagine the following choice situation:

Mostly Prioritarian: A moral agent has 98% credence in
prioritarianism, and 2% credence in Kantianism.16 She is uncer-
tain, however, as to exactly which prioritarian weighting function
is correct out of 98 possible options, and her credence is divided
equally between them. Hence, there are 98 possible versions of
prioritarianism, each of which the moral agent has 1% credence
in. These versions of prioritarianism disagree on which weighting
function should be adopted, but agree on everything else. The
agent faces two possible options, A and B. According to every ver-
sion of prioritarianism, option A is permissible and option B is
impermissible. According to Kantianism, option B is permissible
and option A is impermissible.17

In cases like Mostly Prioritarian, MFT’s implications depend on
how moral theories are individuated. One option is to individuate theories
coarsely here, saying that there are only two theories, prioritarianism and
Kantianism. On that view, MFT recommends option A. But another op-
tion is to individuate theories more fine-grainedly, saying that there are 99
theories. On that view, MFT recommends option B. This is the problem of
theory individuation.

The challenge for MFT theorists is to propose and defend a principled
theory-individuation rule that is applicable in all circumstances. Gustafsson
and Torpman suggest the following fine-grained rule:

regard moral theories T and T ′ as versions of the same moral
theory iff you are certain that you will never face a situation

14Kaczmarek, Lloyd and Plant 2025, p. 1153.
15MacAskill, Bykvist and Ord 2020, pp. 41-4.
16Prioritarianism is the consequentialist moral view according to which one should

maximise the sum of some strictly concave function of each individual’s well-being.
17Adapted from Macaskill, Bykvist and Ord 2020, p. 43.
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where T and T ′ yield different prescriptions.18

Suppose – plausibly enough – that for any two of our 98 versions of prior-
itarianism, the moral agent in Mostly Prioritarian is uncertain about
whether she will ever face a situation in which these two versions of priori-
tarianism disagree with each other. Under this assumption, Gustafsson and
Torpman’s theory individuation rule implies that option B is appropriate
and option A is inappropriate according to MFT. However, this implication
is intuitively implausible. Intuitively, option A is appropriate and option B
is inappropriate in Mostly Prioritarian.19

This result might be taken to suggest that MFT theorists should in-
stead adopt some coarser-grained theory individuation rule. However, it is
extremely difficult to imagine any non-arbitrary dividing lines in terms of
which a principled coarse-grained rule could be formulated.20

The problem of theory individuation has been regarded as a decisive rea-
son to reject MFT. For instance, MacAskill, Bykvist and Ord’s state-of-the-
art book on moral uncertainty rejects MFT on the basis of two arguments,
one of which is the problem of theory individuation, and the other of which
assumes the possibility of intertheoretic choiceworthiness comparisons (which
are – recall §3 above – highly contentious).21 Thus, finding a plausible way
to avoid the problem of theory individuation is the key task for theorists who
are broadly sympathetic to MFT. I attend to that task in the remainder of
this paper.

18Gustafsson and Torpman 2014, p. 171.
19Greaves and Ord 2017, p. 137; MacAskill, Bykvist and Ord 2020, p. 43.
20Christian Tarsney (2018, pp. 338-40) suggests a variation on MFT in which the basic

units of analysis are “comparability classes of moral theories whose shared assumptions can
ground intertheoretic [choiceworthiness] comparisons.” Tarsney claims – pace the sceptics
cited at n. 6 above – that “comparability classes of moral theories are, plausibly, much
less fine-grained than individual theories” (2018, n. 6). However, for criticism of Tarsney’s
arguments in favour of this view, see Carr 2020, pp. 759-60, and MacAskill, Bykvist and
Ord 2020, pp. 136-8. Granting the dialectically salient assumption that intertheoretic
unit comparisons are impossible (recall §3 above), Tarsney’s proposal cannot resolve the
theory individuation problem.

21MacAskill, Bykvist and Ord 2020, pp. 41-6.
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5 MET
We can understand MFT as being motivated by the rough idea that it is
appropriate to follow some moral theory T iff T is ‘the best’ moral theory
that our decision maker can find to follow under her conditions of moral
uncertainty. MFT develops this motivating idea by stipulating that the ‘the
best’ moral theory for any given decision maker to follow under her conditions
of moral uncertainty is just the moral theory that this decision maker thinks
is most likely to be true.

I have argued (in §3 above) that MFT’s motivating rough idea is prima
facie plausible. Moreover, I have argued that MFT has several important
advantages over MEC. However, I also acknowledge (see §4) that MFT’s
criterion for selecting ‘the best’ moral theory under moral uncertainty suffers
from the fatal problem of theory individuation.

At this point in the dialectic, it would be natural to wonder whether we
could retain MFT’s initial motivating idea, yet combine this idea with a more
plausible explication of the conditions under which a moral theory counts as
‘the best’ for our morally uncertain decision maker. Perhaps a theory like
this could retain all of MFT’s advantages over MEC, whilst at the same time
avoiding MFT’s problem of theory individuation.

In the remainder of this paper, I will develop and defend a response to
moral uncertainty which satisfies all of these desiderata. I will argue although
MFT has a strong motivating idea, it runs into problems only by virtue of
combining this motivating idea with a naïve criterion for selecting which
moral theory is ‘the best’ one to follow under uncertainty.

What makes one theory of some phenomenon better than another, under
conditions of uncertainty about which theory is true? MFT’s implicit answer
to this question is that some theory T1 is better than another T2 iff T1 has
a higher probability of truth than T2 – call this the probability conception of
betterness.

Unfortunately, philosophers of science have long recognised that the prob-
ability conception of betterness has some rather strange implications.22 For
instance, imagine I am 100% certain that the speed of light is between
299,000,000 and 300,000,000 m/s. Suppose that according to some theory
of physics P1, the speed of light is exactly 298,000,000 m/s; but according
to another theory of physics P2, the speed of light is exactly 1 m/s. Under

22Oddie and Cevolani 2022.
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these conditions, I am 100% certain that P1 and P2 are both false. Hence,
the probability conception of betterness implies that P1 is no better than P2
with respect to its theory of light. But this will strike most of us as a rather
strange thing to say. After all, I am certain that P1’s value for the speed of
light differs from the true value by less than 1%. By contrast, I am certain
that P2 gets this value wrong by several orders of magnitude!

In view of these facts, there is clearly some sense in which P1 is a better
theory than P2 (at least pro tanto), despite my certainty that neither P1
nor P2 is true. Although P1 and P2 have the same probabilities of truth, I
am nonetheless certain that they differ with respect to their closeness to the
truth (also known as truthlikeness or verisimilitude). More specifically, I am
certain that P1’s value for the speed of light is very similar to the true value,
but correspondingly certain that P2’s value is very dissimilar. Hence, P1 is
in some sense a better theory than P2 (at least pro tanto).23

In this particular simplified example, I can be certain that P1 is more
truthlike than P2. However, in a case like Mostly Prioritarian, our
moral agent is uncertain about which moral theories are closest to the truth.
More specifically, this moral agent is uncertain about whether Kantianism
or some version of prioritarianism is the true moral theory. Hence, she is
uncertain about which moral theory something has to come close to in order
to count as coming close to the truth about morality.

Fortunately, however, this agent can still determine how close any given
moral theory comes to the truth in expectation. For instance, although our
agent has 2% credence in Kantianism, she also has 98% credence in total over
other moral theories that are all intuitively extremely dissimilar to Kantian-
ism. In other words, although this agent has 2% credence that Kantianism
is the truth about morality, she also has 98% credence that Kantianism is
very different from the true moral theory. Overall, then, Kantianism has low
expected truthlikeness in Mostly Prioritarian.

By contrast, although the agent in Mostly Prioritarian only has 1%
credence in each of our 98 different versions of prioritarianism, she also has
97% credence in other moral theories that are intuitively extremely similar
to each of these 98 versions. In other words, although this agent has only 1%
credence in any one of these versions of prioritarianism being the truth about
morality, she also has 97% credence in each of these versions of prioritarianism
being very close to the true moral theory. Overall, then, any one of these 98

23Oddie and Cevolani 2022.
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versions of prioritarianism has quite high expected truthlikeness.
Under these conditions of moral uncertainty, there is clearly some sense

in which any one of our 98 versions of priortarianism is a better theory of
morality than Kantianism. More generally, the expected truthlikeness con-
ception of betterness under uncertainty says that T1 is better than T2 iff T1’s
expected truthlikeness is higher than T2’s.24

The expected truthlikeness conception of betterness already plays an im-
portant role in the philosophy of science, where it has been used to develop
one possible account of the conditions under which we can have justified be-
lief that scientists are making progress. According to this account, we can
have justified belief that scientists are making progress iff scientists’ best
theories increase in expected truthlikeness over time.25

We can also use the expected truthlikeness conception of betterness to
develop a highly attractive new criterion of appropriateness under conditions
of moral uncertainty. In particular, I suggest combining this conception of
betterness with the idea that it is appropriate to follow some moral theory
T iff T is ‘the best’ moral theory that our decision maker can find to follow
under her conditions of moral uncertainty. Let’s call this the ‘Maximise
Expected Truthlikeness’ (henceforth: MET) response to moral uncertainty.26

Before I define MET more precisely, let me first stipulate that in the
remainder of this paper, ‘moral theories’ will be individuated extremely fine-
grainedly. By stipulation, ‘moral theories’ are defined as being maximal con-
sistent sets of purely moral propositions. Following common practice in the
literature on moral uncertainty, I will assume for the sake of simplicity here
that morally uncertain decision makers are epistemically idealised enough to
have well-defined precise credences over these kinds of moral theories.27

With this stipulation in hand, I can now define MET as the response to
moral uncertainty according to which

(MET) it is appropriate to follow some moral theory T under
24Expected truthlikeness was first discussed by Niiniluoto 1977; see also the sophisti-

cated discussion in Maher 1993.
25Dellsén 2018; Oddie and Cevolani 2022.
26I am grateful to Graham Oddie (2024) for encouraging me to present MET in these

terms.
27One particularly important problem swept under the rug by this idealization is the

problem of how to handle noncognitivist moral theories – cf. Sepielli 2012; Staffel 2019;
MacAskill, Bykvist and Ord 2020, chapter 7; Makins 2022; Robinson and Steele 2023;
Cohen, Nissan-Rozen and Maril 2024.
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conditions of moral uncertainty iff T maximises expected truth-
likeness.

The expected truthlikeness of any given moral theory T is just a weighted
average of the levels of similarity between T and all of the moral theories in
which the decision maker has positive credence, where each theory’s weight-
ing in that average is the decision maker’s credence in the theory. More
formally:

it is appropriate to follow some moral theory T under conditions
of moral uncertainty iff T maximises ∑

T ′∈T S (T, T ′) cT (T ′),

where T is the set of all possible theories, cT : T → [0, 1] is the decision
maker’s credence function over these theories, and S : T 2 → R is an interval-
scale similarity function which quantifies the level of similarity between any
two moral theories.

According to MET, Mostly Prioritarian teaches us that one should
not evaluate the appropriateness of following any given narrowly-individuated
moral theory only by looking at one’s level of credence in that particular the-
ory. Instead, one should also pay attention to one’s credences in any other
moral theories that are similar to the theory under evaluation. In other
words, the appropriateness of following any given moral theory should de-
pend not merely upon one’s level of credence in that theory, but, rather,
should also depend upon the amount of one’s credence mass that is in some
sense ‘nearby to’ or ‘in the vicinity of’ that particular moral theory.

Similarity between different moral theories is a topic about which we
often have intuitions. For instance, it is intuitively plausible to suppose that
utilitarianism and prioritarianism are more similar to each other than either
of them are to Kantian deontology. Furthermore, it is intuitively plausible
to suppose that any two credible versions of prioritarianism are extremely
similar to each other, but that neither of them are particularly similar to
Kantianism. Under this assumption, any credible version of prioritarianism
will have greater expected truthlikeness than Kantianism has in Mostly
Priortiarian.

It is also easy to see which facts about moral theories could ground and
explain these kinds of similarity judgements. One reason why utilitarianism
might be quite similar to prioritarianism but quite dissimilar to Kantian-
ism is that utilitarianism almost certainly agrees with prioritarianism about
which options are permissible in particular choice situations more frequently
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than it agrees with Kantianism. For example, in cases where lying can ben-
efit a large number of people, utilitarianism and prioritarianism will agree
that lying is permissible, whereas Kantian deontology disagrees. Another
reason why utilitarianism might be quite similar to prioritarianism but quite
dissimilar to Kantianism is that utilitarianism agrees with prioritarianism’s
consequentialist theoretical claim that the right action always maximises the
good, whereas Kantian deontology disagrees.

Mind you, even after we have identified these possible determinants of
theoretical similarity, we then still face the challenge of deciding how we
should aggregate these various possible determinants together into the single
similarity function that is most fitting in the context of deciding which theory
to follow under conditions of moral uncertainty. The most fitting similarity
function over moral theories in this context might be somewhat different
from the similarity function that is most fitting in some other contexts.28
For instance, the similarity function that is most fitting in the context of
moral uncertainty might be somewhat different from the similarity function
that would be most fitting for an anthropological study of cross-cultural
similarities and differences in folk theories of morality.

Thus, MET does not require us to assume that there is a single, canonical
account of the nature of similarity between moral theories. Rather, MET only
requires us to assume that there is some similarity function that it would be
most fitting for us to use in the context of deciding which theory to follow
under conditions of moral uncertainty.

At least a couple of different factors will inform our judgements about
the fittingness of different similarity functions in this context. Firstly, some
similarity functions will strike us as intrinsically unfitting. For instance, any
degenerate similarity function which implies that hedonic utilitarianism is
less similar to preference utilitarianism than it is to Kantianism will strike
us as prima facie unfitting – even before we work out what this similarity
function would imply about appropriateness when used together with MET.
But secondly, some other similarity functions might strike us as unfitting
only once we consider what these similarity functions would imply about
appropriateness when used together with MET. If we have strong intuitions
that some similarity function S has inappropriate implications when taken
together with MET, then this gives us a reason to think that S is unfitting

28On context dependence for aggregations of the determinants of similarity, see Lewis
1973.

12



for use in this context.

6 Characterizing MET
In an appendix to this paper (§10.1 below), I state several prima facie plausi-
ble structural constraints on the similarity function S. Here, I describe these
constraints informally:

(S1) There is some maximum level of similarity SMAX , and every
moral theory’s level of similarity to itself is SMAX .
(S2) Order does not matter in the similarity function; for any two
moral theories T and T ′, S(T, T ′) = S(T ′, T ).
(S3) If T1 is extremely similar to T2, and T2 is extremely similar
to T3, then T1 cannot be extremely dissimilar to T3.
(S4) If two moral theories T and T ′ will sometimes disagree in
their deontic evaluations of the options available to the decision
maker, then the level of similarity between T and T ′ must be less
than SMAX .

Although these four constraints are quite weak, they nonetheless allow us to
prove an interesting First Agreement Theorem concerning MET and
MFT: if conditions S1-S4 are satisfied and our decision maker has greater
than 50% credence in some moral theory T1, then MET implies that (i) it
is appropriate to follow T1, and (ii) it would be inappropriate to follow any
moral theory that will sometimes disagree with T1 in its deontic evaluations of
the options available to the decision maker. Hence, assuming that S satisfies
constraints S1-S4, MET gives exactly the same recommendations as MFT
for any decision maker who has greater than 50% credence in some moral
theory or other. (The proof of this First Agreement Theorem is in the
appendix §10.1 below.)29

29This Agreement Theorem is unsurprising given that MFT is closely structurally
analogous to MET. MFT’s criterion of appropriateness is logically equivalent to the claim
that

it is appropriate to follow some moral theory T under conditions of moral
uncertainty iff T maximises expected truth value,

where the correct moral theory has a truth value of 1, and all other moral theories have
truth values of 0. Clearly, this claim is closely analogous to MET.
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Many epistemologists maintain that believing φ requires one to have
greater than 50% credence in φ (as a matter of either rational or meta-
physical necessity).30 If these epistemologists are correct, then the First
Agreement Theorem implies that if S satisfies constraints S1-S4, then
for any decision maker who believes in some moral theory T1, MET recom-
mends acting in accordance with T1. This strikes me as an attractive result.

By contrast, in cases where the decision maker does not have greater than
50% credence in any particular moral theory, MET’s recommendations can
deviate significantly from those of MFT. In some cases, MET might even rec-
ommend that the agent should follow some moral theory in which the agent
has only miniscule credence.31 For instance, imagine that some agent has
credence 33.33% in each of three different theories T1, T2, and T3, and only
0.01% credence in a fourth moral theory T4. T1 is some version of utilitari-
anism, whereas the other three theories T2, T3, and T4 are forms of Rossian
deontology. According to all three of T2, T3 and T4, although the moral agent
does have a pro tanto duty of beneficence to increase aggregate utility, she
also (1) faces certain pro tanto constraints generated by other moral patients’
rights against being harmed, (2) has certain pro tanto prerogatives to priori-
tise her own personal interests. According to T2, the pro tanto constraints
are strong and extensive, but the pro tanto prerogatives are weak and min-
imal. By contrast, according to T3, the pro tanto constraints are weak and
minimal, but the pro tanto prerogatives are strong and extensive. Finally,
according to T4, the pro tanto constraints are slightly stronger than they are
according to T3, but weaker than they are according to T2. And the pro tanto
prerogatives are slightly stronger than they are according to T2, but weaker
than they are according to T3 (see figure 1).

Suppose the level of similarity S between any two of the theories T1, T2
and T3 is 1/3, but that the level of similarity between any one of these theories
and T4 is 2/3. Finally, each theory’s level of similarity to itself is 1 (see figure
2). Under these assumptions, T4’s has greater expected truthlikeness than
T1, T2, or T3:

expected truthlikeness of T1, T2, or T3 ≈
(
1× 1

3

)
+

(1
3 × 1

3

)
+

(1
3 × 1

3

)
= 5

9

30Jackson 2020.
31In fact, for all that I have said thus far, MET could even recommend following a moral

theory in which one has zero credence. However, I defer discussion of this possibility until
§8 below.
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Figure 1: Theories T1 through T4

Figure 2: Values of S
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but expected truthlikeness of T4 ≈
(2
3 × 1

3

)
×

(2
3 × 1

3

)
×

(2
3 × 1

3

)
= 6

9
Thus, under these assumptions MET might in the end imply that it is most
appropriate to follow some moral theory T4 in which the agent has only
miniscule credence.

What this example illustrates is that in some cases where the moral agent
does not have greater than 50% credence in any particular moral theory, MET
combined with certain specifications of the similarity function S recommends
that it is most appropriate to follow a moral theory that represents a kind of
‘compromise view,’ which is in some sense ‘in between’ several of the theo-
ries in which the decision maker has positive credence. For instance, T4 is a
compromise option for the decision maker who has 33.33% credence each in
T1, T2, and T3. I regard this as an attractive implication of MET, as com-
pared against Gustafsson and Torpman’s preferred interpretation of MFT.
According to Gustafsson and Torpman, it is appropriate for an agent who has
33.33% credence each in T1, T2, and T3 to follow any one of these three moral
theories. But that strikes me as less plausible than MET’s recommendation
for the agent to follow a compromise theory like T4. In advising our moral
agent to just pick one theory from T1 through T3, Gustafsson and Torpman
are advising her to ignore for all practical purposes the other two of these
moral theories, despite the fact that our agent has fully 66.66% total cre-
dence in the two of them. By contrast, in advising our moral agent to follow
T4, MET advises her to follow a moral theory that incorporates important
similarities with certain features from all three of the theories T1 through T3.
Unlike Gustaffson and Torpman’s version of MFT, MET will never direct an
agent to for all practical purposes ignore a set of moral theories in which she
has greater than 50% total credence.

7 Uncertainty about similarity
One important problem with MET concerns the similarity function S. MET is
supposed to tell any agent how she may appropriately act under conditions of
moral uncertainty. However, MET as stated in §7 above is only really useful
to an agent who is 100% certain about how the various possible determinants
of similarity should be aggregated together in the context of deciding what is
appropriate under conditions of moral uncertainty. This is because MET is
framed in terms of a single similarity function S. MET does not allow for the
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Figure 3: Similarities

possibility that a morally uncertain agent might be uncertain about which
way of aggregating together the various possible determinants of similarity
between moral theories is most fitting in this context. Call this the problem
of uncertainty about similarity.32

For sake of illustration, imagine that some decision maker’s credence is
split equally between three different moral theories: (1) a form of act util-
itarianism; (2) a form of rule utilitarianism; and (3) a form of Scanlonian
contractualism. The decision maker thinks that although there is a sense in
which act and rule utilitarianism are quite similar in their theoretical struc-
tures, they also often disagree with each other in their deontic evaluations
of the options in particular choice situations. Conversely, the decision maker
thinks that although rule utilitarianism and Scanlonian contractualism are
highly dissimilar in their theoretical structures, they also often agree with
each other in their deontic evaluations of the options in particular choice
situations. Finally, act utilitarianism and contractualism are dissimilar both
structurally and in their verdicts about particular choice situations (illus-
trated in figure 3 as a Venn diagram).

This decision maker is also uncertain about whether overall similarity be-
tween moral theories should be determined more strongly by structural simi-
larities, or more strongly by agreement in deontic evaluations of the options in
particular choice situations (henceforth: ‘extensional agreement’). Accounts

32For the avoidance of doubt: the problem here is that, as things stand, MET fails to
provide epistemically accessible action guidance to real-world moral agents. This differs
from the more general ‘problem of metanormative regress’ faced by any possible theory of
appropriateness. For discussions of this more general regress problem, see Sepielli 2014;
2019, §4; Weatherson 2019; MacAskill, Bykvist and Ord 2020, pp. 30-3; Tarsney 2024.
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of overall similarity between moral theories that prioritise structural simi-
larities will imply that act and rule utilitarianism are quite similar to each
other, whereas contractualism is quite dissimilar from both theories. By
contrast, accounts of overall similarity between moral theories that prioritise
extensional agreement will imply that rule utilitarianism and contractualism
are quite similar to each other, whereas act utilitarianism is quite dissimi-
lar from both theories. Thus, accounts that prioritise structural similarities
are likely to imply that expected truthlikeness for this decision maker will
be maximised by some combination of or compromise between act and rule
utilitarianism. By contrast, accounts that prioritise extensional agreement
are likely to imply that expected truthlikeness for this decision maker will be
maximised by some combination of or compromise between contractualism
and rule utilitarianism. How could a moral agent apply MET under this kind
of uncertainty about which moral theory maximises expected truthlikeness?

One possible response to this problem of uncertainty about similarity is
to ‘go externalist’ by stipulating that the version of the similarity function
S which should be used to calculate expected truthlikeness is the version of
S that is actually most fitting in the context of moral uncertainty. On this
view, which version of S one should use to calculate expected truthlikeness is
totally independent of the moral agent’s credence distribution over different
versions of S. However, this response strikes me as intuitively implausible. If
there is some deliberatively salient notion of ‘appropriate behaviour’ which
is sensitive to an agent’s uncertainty over moral theories, then this notion
of appropriateness should surely also be sensitive to the agent’s uncertainty
over similarity functions.33 After all, the central purpose for a criterion of
appropriateness is to issue epistemically accessible action guidance to real-
world moral agents in spite of their uncertainty. But the externalist version
of MET fails in that central purpose, because it can issue epistemically acces-
sible action guidance only to moral agents who already know for sure which
version of S is most fitting in this context.

A second possible response to the problem of uncertainty concerning S is
to adopt a favouritist version of MET. According to favouritism, the simi-
larity function that should be used to calculate expected truthlikeness is the
similarity function that the decision maker has greatest credence in. In other

33Some argue that there does not exist any normative notion of appropriateness that
is sensitive to an agent’s uncertainty over moral theories (inter alia Harman 2014; Weath-
erson 2019). Responding to these critics is beyond the scope of this paper.
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words:

(favouritist MET) it is appropriate to follow some moral theory
T under conditions of moral uncertainty iff T maximises expected
truthlikeness ∑

T ′∈T S (T, T ′) cT (T ′) for the similarity function S
in which the moral agent has greatest credence.

Favouritist MET handles uncertainty over similarity functions in the same
way as MFT handles uncertainty over moral theories: it suggests that one
should just use the function in which one has greatest credence. Unfortu-
nately, this means that favouritist MET faces problems in cases that are
structurally analogous to the problems faced by MFT in Mostly Prior-
itarian. Imagine that some moral agent has 1% credence in each of 98
different versions of S whose values are roughly equal to each other for every
possible similarity comparison. This moral agent also has 2% credence in
a version of S whose value often differs significantly from all of the values
of the other 98 versions of S. Calculating expected truthlikeness using the
version of S that the decision maker has greatest credence in would require
this decision maker to use the version of S in which she has only 2% credence
– despite the fact that this S function is highly anomalous compared to the
other 98 S functions in which the decision maker has positive credence. This
strikes me as intuitively implausible.

A third possible response to the problem of uncertainty concerning S is
to adopt an averagist version of MET. According to averagism, the similarity
function that should be used to calculate expected truthlikeness is the simi-
larity function S̄ that is a weighted average of all of the similarity functions
in which the moral agent has positive credence, where each function’s weight
in this average is the decision maker’s credence in that similarity function.
In other words:

(averagist MET) it is appropriate to follow some moral theory T
under conditions of moral uncertainty iff T maximises expected
truthlikeness ∑

T ′∈T S̄ (T, T ′) cT (T ′) for the similarity function
S̄ (T, T ′) := ∑

S∈S S (T, T ′) cS (S),

where S is the set of all possible similarity functions, and cS : S → [0, 1] is
the decision maker’s credence function over S.

Averagist MET handles uncertainty over similarity functions in the same
way as MEC handles uncertainty over moral theories: it suggests that one
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Similarity S: 0.99999 credence S ′: 0.00001 credence S̄
between T1 and T2 1 -1,000,000 -9.00001
between T1 and T3 0 1 0.00001

Table 1: Similarity values

should use a credence-weighted average over all of the functions in which
one has positive credence. Unfortunately, this means that averagist MET
faces problems analogous to some of those faced by MEC (recall §3 above).
Firstly, averagist MET can only be applied in cases where interfunctional unit
comparisons can be made between all of the similarity functions in which the
decision maker has positive credence. Unfortunately, it is difficult to see why
we should assume that any two similarity functions must be interfunctionally
unit comparable. For the purpose of ranking moral theories with respect to
their expected truthlikeness, there is no practical difference between (i) using
some similarity function S, and (ii) using any positive affine transformation
aS + b of S (where a > 0). For example, for any given S, our expected
truthlikeness rankings will be the same whether we calculate them using S,
1000S or 0.01S as the similarity function. Hence, it is difficult to see what
facts could ground or explain any purported unit comparisons between two
disagreeing views about similarity.

Secondly, S̄’s similarity ratings could be strongly influenced by higher-
variance similarity functions in which the decision maker has low credence.
For instance, imagine that some decision maker has 99.999% credence in
the similarity function S, and 0.001% credence in the similarity function S ′.
This decision maker wishes to compare the level of similarity between T1
and T2 against the level of similarity between T1 and T3. These similarity
values according to S and S ′ are given in table 1, which also includes values
for the average similarity function S̄. Under these assumptions, averagist
MET implies that the decision maker should calculate expected truthlike-
ness under the assumption that the level of similarity between T1 and T3 is
much greater than the level of similarity between T1 and T2, even though
the decision maker is 99.999% sure that the level of similarity between T1
and T2 is somewhat greater than the level of similarity between T1 and T3.
Thus, averagist MET’s recommendations will be dominated by S ′’s similarity
judgements, even though the decision maker only has 0.001% credence in S ′,
and is almost certain in the truth of the alternative S. Many of us regard
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this implication as unattractive.34
A fourth possible response to the problem of uncertainty concerning S

is to adopt a meta-similarity version of MET. According to this version of
MET, when an uncertain agent is deciding whether or not to select some
similarity function S for use in calculating expected truthlikeness, she should
pay attention not only to her credence in that particular similarity function
S, but also to her credence in any similarity functions that are similar to S.
Roughly speaking, the prima facie eligibility of any similarity function S for
use in calculating expected truthlikeness should depend upon the amount of
one’s credence mass that is in some sense ‘nearby to’ or ‘in the vicinity of’
S. In other words:

(meta-similarity MET) it is appropriate to follow some moral
theory T under conditions of moral uncertainty iff T maximises
expected truthlikeness ∑

T ′∈T S∗ (T, T ′) cT (T ′) for the similarity
function S∗ that maximises ∑

S′∈S M (S∗, S ′) cS (S ′), where M is
a metasimilarity function that quantifies the level of similarity
between any two similarity functions.

Meta-similarity MET handles uncertainty over similarity functions in the
same way as MET handles uncertainty over moral theories: it suggests that
we should use the similarity function S∗ that maximises expected truthlike-
ness ∑

S′∈S M (S∗, S ′) cS (S ′). Unfortunately, the meta-similarity response to
MET’s problem of uncertainty about similarity faces an analogous higher-
order uncertainty problem, threatening an infinite regress. Meta-similarity
MET is only really useful to an agent who is 100% certain about how similar
every similarity function S is to every other similarity function S ′. This is
because meta-similarity MET is framed in terms of a single metasimilarity
function M . But this does not allow for the possibility that a morally un-
certain agent might also be uncertain about the nature and determinants of
metasimilarity between similarity functions. Call this the problem of uncer-
tainty about metasimilarity. Clearly, any attempt to respond to this prob-
lem with another layer of similarity comparisons will simply generate a new
problem of uncertainty about meta-metasimilarity – and so on and so forth,
generating infinite regress.

A better response to the problem of uncertainty concerning S is to adopt
a probabilist version of MET (henceforth: ProMET). According to ProMET,

34On the analogous problem for MEC, see Baker 2024.

21



Modifications of MET: Structurally analogous to:
favouritism MFT
averagism MEC

meta-similarity MET
probabilism (ProMET) MFO

Table 2: Structural analogies

(ProMET) it is appropriate to follow some moral theory T under
conditions of moral uncertainty iff T is the moral theory that is
most likely to maximise expected truthlikeness∑T ′∈T S (T, T ′) cT (T ′)
under the decision maker’s credence distribution cS over similar-
ity functions S ∈ S.

For instance, consider three similarity functions, S1, S2, S3. Imagine that for
our decision maker, T1 maximises expected truthlikeness under S1, whereas
another moral theory T2 maximises expected truthlikeness under S2 and S3.
Finally, imagine that the decision maker’s credences in S1, S2, and S3 are
40%, 30%, and 30% respectively. Hence, under this decision maker’s credence
distribution over similarity functions, T1 and T2’s probabilities of maximis-
ing expected truthlikeness are 40% and 60% respectively. Thus, according
to ProMET, it is appropriate for this decision maker to follow T2, and inap-
propriate for her to follow T1.

I have already pointed out that the favouritist, probabilist, and meta-
similarity modifications of MET handle uncertainty about similarity in ways
that are structurally analogous to how MFT, MEC, MET respectively handle
uncertainty over moral theories. And I have argued that each of these modi-
fications of MET likewise suffers from problems analogous to those faced by
their structural analogs.

ProMET is also structurally analogous to a proposal for handling uncer-
tainty over moral theories that has already been discussed by several philoso-
phers. According to this ‘My Favourite Option’ (henceforth: MFO) proposal,

(MFO) some option A is appropriate under conditions of moral
uncertainty iff A is the option – or one of the options – that is
most likely to be permissible under the decision maker’s credence
distribution over moral theories.35

35MFO has been discussed (without endorsement) by Lockhart 2000, chapters 2-4;
Gustafsson and Torpman 2014, §2; MacAskill and Ord 2020, §4.
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The MFO response to moral uncertainty faces two fatal problems. Firstly,
it can generate cyclicality, making it susceptible to ‘money pumping.’ Sec-
ondly, it can exhibit a kind of dependence on irrelevant alternatives. I explain
both of these problems in an appendix to this paper (§10.2 below).

At this point in the dialectic, it would be natural to wonder whether
ProMET will face fatal problems analogous to those faced by MFO. Fortu-
nately, however, it turns out that ProMET does not face handicaps analogous
to the two key problems faced by MFO. As I explain in appendix §10.2, both
of the problems with MFO arise from the fact that moral agents can face
different sets of options in different choice situations. By contrast, however,
the set of all possible moral theories T is necessarily constant across differ-
ent choice situations. Hence, using ProMET to select the most appropriate
moral theory from T cannot generate cyclicality or dependence on irrelevant
alternatives.

Probabilism also strikes me as being prima facie intuitively appealing.
When the decision maker faces a problem of uncertainty about similarity,
she is uncertain about which moral theory is recommended by MET. Prob-
abilism gives a fairly simple and natural response to this problem: the un-
certain agent should follow the moral theory that she is most confident is
recommended by MET.

Unlike externalism, probabilism is sensitive to the decision maker’s cre-
dence distribution over similarity functions. However, unlike averagism,
probabilism is not sensitive to differences in variance between similarity func-
tions, and can be applied in cases where interfunctional unit comparisons can-
not be made between the similarity functions in which the decision maker has
positive credence. Finally, unlike the meta-similarity modification, probabil-
ism does not require us to introduce any new conceptual resources (beyond
those already introduced by MET).

As I noted in §6 above, the First Agreement Theorem implies that
under certain conditions, MET gives exactly the same recommendations
as MFT. Analogously, the relationship between ProMET and MFT is also
characterized by several agreement relationships, which I discuss in an ap-
pendix (§10.3 below). Licensing these results is another attractive feature of
ProMET.

An anonymous reviewer points out that “it is questionable whether any-
one except a handful of philosophers find themselves uncertain about the cor-
rect similarity function for moral theories. Most people have never thought
about how to measure the similarity of moral theories, and do not have cre-
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dences in the alternative functions.” So, it is natural to wonder what ProMET
would recommend to such agents.

In short, my view is that the advantages of the MET approach to moral
uncertainty give these agents a reason to acquire credence distributions over
similarity functions! Of course, I do not expect that many of these agents
will become firmly committed to any claim that one particular similarity
function is most fitting in the context of moral uncertainty. But fortunately,
ProMET only requires having some credence distribution or other (however
indecisive) over the set of possible functions.36

8 Evaluating MET and ProMET
In §3 of this paper, I mentioned three advantages of MFT:

1. MFT does not require intertheoretic choiceworthiness comparisons;

2. MFT has more plausible implications than MEC concerning agent-
centred prerogatives; and

3. MFT is prima facie intuitively plausible.

In my view, MET and ProMET share all three of these advantages of MFT:

1. Clearly, MET and ProMET do not require any intertheoretic choice-
worthiness comparisons. Moreover, ProMET does not require any in-
terfunctional similarity comparisons.

2. If some decision maker has high credence in the existence of robust
agent-centred prerogatives (like a robust prerogative to abort), then
under any plausible choice of – or credence distribution for – the simi-
larity function, MET or ProMET will imply that the most appropriate
moral theory for this decision maker also incorporates agent-centred
prerogatives.

36Still, how should we evaluate the appropriateness of any choices made by a morally
uncertain decision maker who has not yet acquired a credence distribution over similarity
functions? My tentative answer to this question says that it is appropriate for this decision
maker to follow some moral theory T iff T is the moral theory that would be most likely to
maximise expected truthlikeness if this decision maker were to form a credence distribution
over similarity functions. However, I hope to discuss this question in greater detail in future
work, since I suspect that our best response to this challenge should depend upon exactly
how we metaethically explicate the concept of ‘appropriateness’ (recall footnote 1 above).
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3. The MET approach shares MFT’s plausible motivating idea that it
is appropriate to follow some moral theory T iff T is ‘the best’ theory
that the decision maker can find to follow under her conditions of moral
uncertainty. Moreover, the MET approach combines this idea with a
prima facie plausible explication of the conditions under which a moral
theory counts as ‘the best’ for our morally uncertain decision maker.

Admittedly, MET and – especially – ProMET are not particularly sim-
ple approaches to moral uncertainty. So, one potential objection to MET
and ProMET is that they are too complicated, unparsimonious, or difficult
to apply in practice. My response to this objection is twofold. Firstly, tu
quoque, the best alternatives to MET and ProMET are also rather compli-
cated. For instance, the modified version of MEC defended by MacAskill,
Bykvist and Ord requires considerable ancillary apparatus to handle cases
where choiceworthiness is not intertheoretically unit-comparable across every
moral theory in which the decision maker has positive credence.37 Indeed,
MacAskill, Bykvist and Ord themselves report that the entire ancillary ap-
paratus developed over several chapters of their book is in fact intended
to handle only a proper subset of all of the logically possible forms of in-
tertheoretic incomparability.38 Thus, an exhaustive extension of MacAskill,
Bykvist and Ord’s preferred version of MEC will presumably be even more
complicated.39

Secondly, many of us are open to the possibility that the correct first-
order moral theory is reasonably complicated. In that case, why suppose that
the correct theory of appropriateness is any less complex? At the first-order
level, a distinction is often drawn between standards of rightness and decision
procedures. A standard of rightness determines which actions are right and
wrong. However, if a theory’s standard of rightness is difficult to apply, then
it will often be supplemented by a decision procedure: a rough heuristic for
determining rightness and wrongness that a decision maker can feasibly be
guided by in the real world. Similarly, I suggest that advocates of MET
and ProMET can adopt a metanormative decision procedure that roughly
approximates MET or ProMET by cutting a few corners. For instance:
decision makers could in practice ignore similarity functions which they think

37MacAskill, Bykvist and Ord 2020.
38MacAskill, Bykvist and Ord 2020, pp. 5-9; cf. Tarsney 2021.
39Although for alternative proposals that attempt to avoid these complexities, cf. Hicks

2018; Riedener 2021; Makins 2025.
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Choiceworthiness rankings T1 T2 T3
best option A B C

second-best option B C A
third-best option C A B
worst option D D D

Table 3: Choiceworthiness rankings

are vanishingly unlikely when they are calculating how likely some moral
theory is to be maximise expected truthlikeness. Similarly, decision makers
could in practice follow a simplified version of the moral theory that is most
likely to maximise expected truthlikeness, rather than acting in accordance
with a more complex first-order theory. Cutting these corners would make
MET and ProMET somewhat easier to apply in practice.

Another potential objection to the MET approach concerns the appropri-
ateness of following a moral theory in which one has zero credence. For all
that I have said thus far, MET and ProMET could sometimes recommend
following a moral theory in which one’s credence is zero. For instance, sup-
pose we modify my toy example from §6 above, so that the moral agent has
credence 1/3 in each of T1, T2, and T3, with zero credence in T4. Even in this
modified version of the example, T4 could still maximise expected truthlike-
ness. Hence, MET might imply that it is appropriate to follow T4. So too
could ProMET, under the simplifying assumption that our agent has 100%
credence in the similarity function S introduced in §6 above.

Unfortunately, however, this is a problematic result for the MET ap-
proach. Imagine that T4 maximises expected truthlikeness for our moral
agent. Furthermore, imagine that this agent now faces a choice between four
options, A, B, C, and D. T1 through T3’s choiceworthiness rankings over these
four options are those given in table 3.

For all that I have said thus far in this paper, nothing precludes T4 from
having the choiceworthiness ranking over A through D given in table 4. How-
ever, given this choiceworthiness ranking, MET and ProMET imply that
choosing D is uniquely appropriate, despite the fact that the agent is 100%
certain that D is the worst option available in this choice situation. This re-
sult of course strikes most of us as highly implausible – call this the problem
of zero-credence theories for MET and ProMET.40

40I am grateful to Olle Risberg for suggesting this framing of the objection.
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Choiceworthiness ranking T4
best option D

second-best option A
third-best option B
worst option C

Table 4: The compromise theory

In my view, however, responsibility for this implausible result – that it
can sometimes be uniquely appropriate to choose a certainly worst (and so
strictly dominated) option – should not be attributed to the MET approach.
Rather, responsibility for this implausible result lies solely with the agent’s
credence distributions over moral theories and over the fittingnesses of dif-
ferent possible similarity functions in the context of moral uncertainty.41 If
an agent’s credence distribution implies that a zero-credence moral theory is
most likely to maximise expected truthlikeness, then this goes to show that
her credence distribution is structurally irrational, and hence is in need of
revision.42

First of all, imagine that our agent is rationally justified in assigning
credence 1/3 to each of T1, T2, and T3, as well as in assigning zero credence
to T4. Under this assumption, our agent must then surely believe that T4
differs from T1 through T3 in at least some pretty important ways. After all,
if our agent were not to believe this, then it would strike me as irrational for
her to have absolutely zero credence in T4.

However, if our agent does believe that T4 differs from T1 through T3 in at
least some pretty important ways, then I suggest that it would be irrational
for her to believe that the most fitting similarity function for use with MET
is the function S that assigns a similarity value of 2/3 between T4 and each of
the theories T1, T2, or T3, but only assigns a similarity value of 1/3 between
any two of T1, T2, and T3. After all, if T4 differs from T1, T2, and T3 in
at least some respects important enough to rationally justify assigning zero
credence to T4, then it strikes me as prima facie unfitting to say that T4’s
levels of similarity to T1 through T3 could be so large as to render T4 the
moral theory which is most likely to maximise expected truthlikeness.

On the other hand, now instead imagine that our agent is indeed ratio-

41I am grateful to Will Combs for encouraging me to develop this line of response.
42On the notion of structural rationality, see Kiesewetter and Worsnip 2023.
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nally justified in believing that S is the most fitting similarity function for use
with MET. Under this new assumption, it would now strike me as irrational
for our agent to have credence 1/3 in each of T1, T2, and T3, but zero credence
in T4. If our agent has positive credence in T1 through T3, and is certain that
T4’s level of similarity to each of these moral theories is so large as to render
T4 the theory that is most likely to maximise expected truthlikeness, then it
would strike me as irrational for this agent to have absolutely zero credence
in T4.

These considerations support the following structural constraint:
no rational credence distribution over moral theories and similar-
ity functions in the context of moral uncertainty can imply that
a zero-credence moral theory is most likely to maximise expected
truthlikeness in this context.

Granted this new structural constraint, ProMET (my preferred version of
MET) can never recommend choosing a strictly dominated option.43

Of course, even granting this constraint on credences, ProMET could still
sometimes recommend following a moral theory in which one has only minis-
cule credence (recall §6 above). Thus, for all I have said thus far, ProMET
could imply that it is uniquely appropriate for some morally uncertain agent
to choose an option that she has 99.99% credence is the worst option available
in her current choice situation.

In this respect, however, ProMET is in the same boat as its main rival
MEC. MEC is ‘fanatical,’ in the sense that it can prefer options with tiny
probability of arbitrarily high choiceworthinesses over options that are cer-
tain to be modestly chocieworthy.44 In particular, MEC can imply that it

43To be clear, I have not tried to argue here that structural rationality requires any
particularly close or tight link between one’s credence distributions over moral theories and
similarity functions. The structural constraint that I have defended in this section does
not, for example, rule out having wildly different credences in two different moral theories
despite believing that these two moral theories are extremely similar. Rather, I have argued
only that structural rationality requires some link between one’s credence distributions
over moral theories and similarity functions, sufficient to rule out having absolutely zero
credence in the moral theory most likely to maximise expected truthlikeness. Fortunately,
even this relatively weak constraint is all that the advocate of ProMET needs to commit
herself to in order to escape the ‘problem of zero-credence moral theories.’ (My constraint
is significantly weaker than – for instance – the ‘regularity’ constraint defended by, among
others, Jeffreys 1961; Stalnaker 1970; Lewis 1980; Appiah 1985.) I am grateful to an
anonymous reviewer for pressing me to clarify this point.

44Baker 2024.
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is uniquely appropriate for our morally uncertain agent to choose an option
that she has 99.99% credence is the worst option available in her choice sit-
uation, provided that she has 0.01% credence in this option being extremely
choiceworthy.

Of course, MEC theorists will say that there can be good reason to select
an option that one has 99.99% credence is the worst available, provided that
this option maximises expected choiceworthiness. Personally, this response
strikes me as unattractive, because I find it intuitively unappealing to frame
the problem of decision making under moral uncertainty as a problem of
finding optimal gambles (recall §3 above). But the more important point here
is just that insofar as MEC theorists are dialectically entitled to this kind of
reply, then ProMET theorists are also dialectically entitled to suggest that
there can be good reason to select an option that one has 99.99% credence
is the worst available, provided that this option is recommended by a theory
that is most likely to maximise expected truthlikeness. The relative force
of the MEC and ProMET replies here will just depend upon the overall
plausibility of MEC and ProMET’s fundamental principles – both prima facie
and as inferred from their implications in a wide range of choice situations.
I have argued in this paper that (1) ProMET’s principles are no less prima
facie plausible than MEC’s, and (2) ProMET’s implications are often much
more plausible than MEC’s.

9 Conclusion
Given the present state of our moral knowledge, it is entirely reasonable to be
quite uncertain about a wide range of moral issues. Hence, it is surprising how
little attention contemporary philosophers have paid (until the last decade
or so) to moral uncertainty. In this paper, I have introduced a new approach
to decision making under moral uncertainty. I have also argued that this
new MET approach compares favourably to the currently dominant MEC
approach.

Future research could analyse the notion of similarity between moral the-
ories. Although there is already a small philosophical literature on similarity
in general,45 to my knowledge no philosophers have ever discussed similar-

45Inter alia Decock and Douven 2009; 2011; Morreau 2010; Weisberg 2013; Cowling
2017; Blumson 2018; 2019; 2022.
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ity between moral theories in particular.46 One related question that some
philosophers have already discussed concerns which high-level distinctions
we should use to typologise moral theories.47 If we intuit that some axis of
similarity can felicitously be used to typologise moral theories, then perhaps
that suggests that this axis of similarity is also an important determinant of
overall similarity between moral theories in the context of moral uncertainty.

One set of possible questions about similarity between moral theories
concerns the extent to which overall similarity depends upon extensional
agreement – as opposed to commonalities in theoretical structure. For in-
stance, we can ask which theory is more similar to rule utilitarianism: act
utilitarianism, or Scanlonian contractualism? (Recall §7 above.) Another set
of possible questions concerns the structural constraints S1-S4 that I intro-
duced in §6. These constraints strike me as at least prima facie intuitively
plausible. However, it would be useful to know whether there are any good
arguments for or against these kinds of constraints.

Future research could also examine the mathematical structures of MET
and ProMET in greater detail. In the appendix §10.1 below, I derive two
useful Agreement Theorems concerning MET and ProMET. But, there
may well be other interesting theorems waiting to be discovered. In par-
ticular, it would be useful to know if my Agreement Theorems can be
generalised to describe the behaviours of MET and ProMET in a wider range
of scenarios. In work in progress, I analyse MET’s behaviour under one par-
ticular specification of the similarity function S. But other specifications of
S or cS might also produce interesting results.

Before this kind of work has been done to analyse alternatives like MET
and ProMET, we should not be too hasty to accept the currently popular
MEC approach. My initial arguments in this paper suggest that the MET
approach is at the very least a highly promising competitor to MEC.

46One research project that hopes to change this history of neglect is the ‘Hidden
Convergence in Ethics’ project at the Institute for Futures Studies (2024-2027).

47Vallentyne 1987; Hammerton 2025.
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10 Appendices

10.1 Agreement theorems
Here are some prima facie plausible structural constraints on the similarity
function S:

(S1) S is sharply bounded from above, and, letting SMAX :=
max⟨T,T ′⟩∈T 2 S (T, T ′), S (T, T ) = SMAX for all T ∈ T (‘maximality
for identicals’)
(S2) S (T, T ′) = S (T ′, T ) for all T, T ′ ∈ T (‘symmetry’)
(S3) SMAX−S (T1, T3) ≤ [SMAX − S (T1, T2)]+[SMAX − S (T2, T3)]
for all T1, T2, T3 ∈ T (‘triangle inequality for SMAX − S’)
(S4) S (T, T ′) < SMAX if T and T ′ will sometimes disagree in
their deontic evaluations of the options available to the decision
maker, for all T, T ′ ∈ T (‘sub-maximality for extensional
inequivalents’)
(S4+) If T ̸= T ′, then S (T, T ′) < SMAX , for all T, T ′ ∈ T (‘sub-
maximality for nonidenticals’)

I now state an important lemma concerning MET:

Lemma: If S satisfies constraints S1-S3 and cT (T1) > 0.5, then
T ∗ ∈ argmaxT∈T

∑
T ′∈T S (T, T ′) cT (T ) iff S (T1, T

∗) = SMAX .

Proof of Lemma:

(i) Suppose S satisfies constraints S1-S3 and cT (T1) > 0.5

(ii) Proof of ⇒ direction: suppose for reductio that
T ∗ ∈ argmaxT∈T

∑
T ′∈T S (T, T ′) cT (T ), yet S (T1, T

∗) ̸= SMAX

(iii) T ∗ ∈ argmaxT∈T
∑

T ′∈T S (T, T ′) cT (T ) ⇒ ∑
T∈T S (T1, T ) cT (T ) ≤∑

T∈T S (T ∗, T ) cT (T )

(iv) ⇒ SMAXcT (T1) +
∑

T∈T \{T1} S (T1, T ) cT (T )
≤ S(T ∗, T1)cT (T1) +

∑
T∈T \{T1} S (T ∗, T ) cT (T ) (rearranging)

(v) S3 ⇒ for any T ∈ T , SMAX − S (T1, T ) ≤ [SMAX − S (T1, T
∗)] +

[SMAX − S (T ∗, T )]
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(vi) ⇒ for any T ∈ T , S (T ∗, T )+S (T1, T
∗)−SMAX ≤ S (T1, T ) (rearrang-

ing)

(vii) ⇒ for any T ∈ T , S (T ∗, T ) cT (T ) + (S (T1, T
∗)− SMAX) cT (T ) ≤

S (T1, T ) cT (T ) (multiplying both sides by cT (T ))

(viii) ⇒ ∑
T∈T \{T1} S (T ∗, T ) cT (T )+(S (T1, T

∗)− SMAX)
∑

T∈T \{T1} cT (T ) ≤∑
T∈T \{T1} S (T1, T ) cT (T ) (summation)

(ix) ⇒ SMAXc (T1)+
∑

T∈T \{T1} S (T ∗, T ) cT (T )+(S (T1, T
∗)− SMAX)

∑
T∈T \{T1} cT (T )

≤ SMAXc (T1)+
∑

T∈T \{T1} S (T1, T ) cT (T ) (adding SMAXc (T1) to both
sides)

(x) (iv) and (ix) ⇒ SMAXc (T1) +
∑

T∈T \{T1} S (T ∗, T ) cT (T )
+ (S (T1, T

∗)− SMAX)
∑

T∈T \{T1} cT (T )
≤ S(T ∗, T1)cT (T1) +

∑
T∈T \{T1} S (T ∗, T ) cT (T ) (transitivity of ≤)

(xi) ⇒ (SMAX − S (T ∗, T1)) cT (T1) ≤ (SMAX − S (T ∗, T1))
∑

T∈T \{T1} cT (T )
(rearranging)

(xii) S (T1, T
∗) ̸= SMAX ⇒ S (T1, T

∗) < SMAX (definition of SMAX)

(xiii) ⇒ SMAX − S (T ∗, T1) > 0 (rearranging)

(xiv) (xi) and (xiii) ⇒ cT (T1) ≤ ∑
T∈T \{T1} cT (T ) (dividing by SMAX −

S (T ∗, T1)). But this contradicts cT (T1) > 0.5. Hence, by reductio, if
T ∗ ∈ argmaxT∈T

∑
T ′∈T S (T, T ′) cT (T ) then S (T1, T

∗) = SMAX .

(xv) Proof of ⇐ direction: suppose for reductio that S (T1, T
∗) = SMAX , yet

T ∗ /∈ argmaxT∈T
∑

T ′∈T S (T, T ′) cT (T )

(xvi) S3 ⇒ for any T ∈ T , SMAX − S (T1, T ) ≤ [SMAX − S (T1, T
∗)] +

[SMAX − S (T ∗, T )]

(xvii) S (T1, T
∗) = SMAX ⇒ SMAX − S (T1, T

∗) = 0 (rearranging)

(xviii) (xvi) and (xvii) ⇒ for any T ∈ T , S (T ∗, T ) ≤ S (T1, T ) (substituting
and rearranging)

(xix) Furthermore, S3⇒ for any T ∈ T , SMAX−S (T ∗, T ) ≤ [SMAX − S (T ∗, T1)]+
[SMAX − S (T1, T )]
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(xx) S (T1, T
∗) = SMAX ⇒ SMAX − S (T ∗, T1) = 0 (rearranging)

(xxi) (xix) and (xx) ⇒ for any T ∈ T , S (T1, T ) ≤ S (T ∗, T ) (substituting
and rearranging)

(xxii) (xviii) and (xxi) ⇒ for any T ∈ T , S (T ∗, T ) = S (T1, T )

(xxiii) T ∗ /∈ argmaxT∈T
∑

T ′∈T S (T, T ′) cT (T ) ⇒ for some T̂ ∈ T ,∑
T∈T S (T ∗, T ) cT (T ) < ∑

T∈T S
(
T̂ , T

)
cT (T )

(xxiv) (xxii) and (xxiii) ⇒ ∑
T∈T S (T1, T ) cT (T ) <

∑
T∈T S

(
T̂ , T

)
cT (T )

(substituting)

(xxv) ⇒ SMAXcT (T1) +
∑

T∈T \{T1} S (T1, T ) cT (T )
< S(T̂ , T1)cT (T1) +

∑
T∈T \{T1} S

(
T̂ , T

)
cT (T ) (rearranging)

(xxvi) S3 ⇒ for any T ∈ T , SMAX − S (T1, T ) ≤
[
SMAX − S

(
T1, T̂

)]
+[

SMAX − S
(
T̂ , T

)]
(xxvii) ⇒ for any T ∈ T , S

(
T̂ , T

)
+ S

(
T1, T̂

)
− SMAX ≤ S (T1, T ) (rearrang-

ing)

(xxviii) ⇒ for any T ∈ T , S
(
T̂ , T

)
cT (T ) +

(
S
(
T1, T̂

)
− SMAX

)
cT (T ) ≤

S (T1, T ) cT (T ) (multiplying both sides by cT (T ))

(xxix) ⇒ ∑
T∈T \{T1} S

(
T̂ , T

)
cT (T )+

(
S
(
T1, T̂

)
− SMAX

)∑
T∈T \{T1} cT (T ) ≤∑

T∈T \{T1} S (T1, T ) cT (T ) (summation)

(xxx) ⇒ SMAXc (T1)+
∑

T∈T \{T1} S
(
T̂ , T

)
cT (T )+

(
S
(
T1, T̂

)
− SMAX

)∑
T∈T \{T1} cT (T )

≤ SMAXc (T1)+
∑

T∈T \{T1} S (T1, T ) cT (T ) (adding SMAXc (T1) to both
sides)

(xxxi) (xxv) and (xxx) ⇒ SMAXc (T1) +
∑

T∈T \{T1} S
(
T̂ , T

)
cT (T )

+
(
S
(
T1, T̂

)
− SMAX

)∑
T∈T \{T1} cT (T )

< S(T̂ , T1)cT (T1) +
∑

T∈T \{T1} S
(
T̂ , T

)
cT (T )

(xxxii) ⇒
(
SMAX − S

(
T̂ , T1

))
cT (T1) <

(
SMAX − S

(
T̂ , T1

))∑
T∈T \{T1} cT (T )

(rearranging)
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(xxxiii) Definition of SMAX ⇒ S
(
T̂ , T1

)
≤ SMAX

(xxxiv) ⇒ SMAX − S
(
T̂ , T1

)
≥ 0

(xxxv) (xxxii) and (xxxiv) ⇒ cT (T1) <
∑

T∈T \{T1} cT (T ). But this contradicts
cT (T1) > 0.5. Hence, by reductio, if S (T1, T

∗) = SMAX then T ∗ ∈
argmaxT∈T

∑
T ′∈T S (T, T ′) cT (T ). ■ Lemma

This Lemma implies the following two theorems:

First Agreement Theorem: IF S satisfies constraints S1-S4
and cT (T1) > 0.5, THEN: T1 ∈ argmaxT∈T

∑
T ′∈T S (T, T ′) cT (T );

and T ∗ ∈ argmaxT∈T
∑

T ′∈T S (T, T ′) cT (T ) only if T ∗ will always
agree with T1 in its deontic evaluations of the options available
to the decision maker.
Second Agreement Theorem: If S satisfies constraints S1-
S3, S4+, and cT (T1) > 0.5, then {T1} = argmaxT∈T

∑
T ′∈T S (T, T ′) cT (T ).

Proof of the First Agreement Theorem:

(i) Suppose S satisfies constraints S1-S4 and cT (T1) > 0.5

(ii) Proof of the first conjunct: S1 ⇒ S (T1, T1) = SMAX

(iii) (i), (ii) and Lemma ⇒ T1 ∈ argmaxT∈T
∑

T ′∈T S (T, T ′) cT (T )

(iv) Proof of the second conjunct: suppose for conditional proof that T ∗ ∈
argmaxT∈T

∑
T ′∈T S (T, T ′) cT (T )

(v) (i), (iv) and Lemma ⇒ S (T1, T
∗) = SMAX

(vi) ⇒ S (T1, T
∗) ≮ SMAX

(vii) (vi) and S4 ⇒ T ∗ will always agree with T1 in its deontic evaluations
of the options available to the decision maker. ■ First Agreement
Theorem

Proof of the Second Agreement Theorem:

(i) Suppose S satisfies constraints S1-S3, S4+ and cT (T1) > 0.5

(ii) (i) and Lemma⇒ T ∗ ∈ argmaxT∈T
∑

T ′∈T S (T, T ′) cT (T ) iff S (T1, T
∗) =

SMAX
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Choiceworthiness T1: 0.3 credence T2: 0.3 credence T3: 0.4 credence
A 4 2 3
B 1 3 4
C 2 4 1
A− 3 1 2

Table 5: Money pumping

(iii) S1 and S4+ ⇒ S (T1, T
∗) = SMAX iff T1 = T ∗

(iv) (ii) and (iii) ⇒ T ∗ ∈ argmaxT∈T
∑

T ′∈T S (T, T ′) cT (T ) iff T1 = T ∗

(v) ⇒ {T1} = argmaxT∈T
∑

T ′∈T S (T, T ′) cT (T ) ■ Second Agreement
Theorem

10.2 MFO
Unlike MFT, MFO avoids the problem of theory individuation. The moral
agent inMostly Prioritarian has 98% credence in option A being permis-
sible, but only 2% credence in option B being permissible. Thus, as desired,
MFO implies that option A is uniquely appropriate in this choice situation.

Unfortunately, however, MFO faces two other well-known objections.
Firstly, MFO can generate cyclicality, which makes it susceptible to ‘money
pumping.’48 For example, suppose that some decision maker’s credences in
the moral theories T1, T2, and T3 are 0.3, 0.3, and 0.4 respectively. The
choiceworthiness values according to T1, T2 and T3 of the possible options
A, B, C and A− are given in table 5.49 According to all three of these
theories, an option is permissible in some choice situation iff it is maximally
choiceworthy.

Suppose that this decision maker initially faces a choice between options
A and B only. In this choice situation, option A has probability 0.3 of being
permissible, whereas option B has probability 0.7. Following MFO, sup-
pose our decision maker chooses B. However, now imagine that this decision
maker is given the opportunity to switch from B to C. In this new choice
situation, B has probability 0.4 of being permissible, whereas C has proba-
bility 0.6. Hence, again following MFO, our decision maker switches from B

48Gustafsson and Torpman 2014, §2; MacAskill and Ord 2020, §4
49I borrow this example from MacAskill and Ord 2020, §4.
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to C. Finally, now imagine that this decision maker is given the opportunity
to switch from C to A−. In this new choice situation, C has probability 0.3
of being permissible, whereas A− has probability 0.7. Hence, MFO recom-
mends switching to A−. However, notice that our decision maker is certain
that A is more choiceworthy than A−. Despite the fact that the decision
maker could have chosen A in the first choice situation, MFO recommends a
sequence of choices that leads the decision maker to chose the strictly domi-
nated option A− instead. This is an unattractive result.

A second problem with MFO is that it exhibits a kind of dependence
on irrelevant alternatives.50 For instance, imagine that our decision maker
faces a choice between A, B, and C (as described in table 5 above). In this
choice situation, options A, B and C’s probabilities of being permissible are
0.3, 0.4, and 0.3 respectively. Hence, MFO implies that option B is uniquely
appropriate in this choice situation. However, now consider an alternative
choice situation, in which we remove the inappropriate option A. In this new
choice situation, whereas B has probability 0.4 of being permissible, C has
probability 0.6. Hence, MFO implies that option C is uniquely appropriate
in this new choice situation, and option B is inappropriate. Thus, under
MFO, removing an inappropriate option from some choice situation can cause
previously appropriate options to become inappropriate, and vice versa. This
is another unattractive result.

10.3 ProMET agreement results
According to the First Agreement Theorem, if S satisfies constraints
S1-S4 and our decision maker has greater than 50% credence in some moral
theory T1, then (i) T1 maximises expected truthlikeness under S, and (ii)
any moral theory that maximises expected truthlikeness under S will always
agree with T1 in its deontic evaluations of the options available to the de-
cision maker. This result immediately implies that if some decision maker
has positive credence only in similarity functions that satisfy S1-S4, and has
greater than 50% credence in some moral theory T1, then any moral theory
that has nonzero chance of maximising expected truthlikeness under this de-
cision maker’s credence distribution must always agree with T1 in its deontic
evaluations of the options available to the decision maker. Hence, for a deci-
sion maker who has 100% credence in S1-S4, and greater than 50% credence

50Gustafsson and Torpman 2014, §2.
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in some moral theory, ProMET gives exactly the same recommendations as
MFT.

The relationship between MFT and ProMET is also governed by a Sec-
ond Agreement Theorem. This new agreement theorem involves a
strengthened version of the constraint S4:

(S4+) The level of similarity between any two nonidentical moral
theories must be less than SMAX .

S4+ is more stringent than S4. For instance, consider the following two
moral theories: (1) a form of rule utilitarianism whose deontic evaluations
are determined by some set of rules R because adopting R would maximise
aggregate utility; (2) a form of Rossian deontology according whose deontic
evaluations are determined by that same set of rules R, which according to
this theory require no external justification by utilitarian considerations. A
similarity function that satisfies S4+ must say that the level of similarity
between these two moral theories is less than SMAX . However, because these
two theories always agree in their deontic evaluations, a similarity function
that merely satisfies S4 could say that the level of similarity between these
two moral theories is equal to SMAX .

The Second Agreement Theorem states that if S satisfies constraints
S1-S3 and S4+, and some decision maker has greater than 50% credence in
some moral theory T1, then T1 uniquely maximises expected truthlikeness
under S. Hence, if some decision maker has greater than 50% credence in
the conjunction of S1-S3 and S4+, and also has greater than 50% credence
in T1, then this decision maker has greater than 50% credence in T1 uniquely
maximising expected truthlikeness. Hence, ProMET agrees with MFT in
recommending that the decision maker should follow T1.

We can also use the First and Second Agreement Theorems to-
gether to derive a more general characterization of the relationship between
MFT and ProMET. Suppose, as always, that some decision maker has greater
than 50% credence in the moral theory T1. Also, suppose that this decision
maker (i) has greater than k credence in the conjunction of S1-S4, and (ii)
has greater than 1− k credence in the conjunction of S1-S3 with S4+, where
k is any positive constant > 0.5. (These assumptions are illustrated in figure
4 as a Venn diagram.)

Together with the First Agreement Theorem, condition (i) implies
that this decision maker has greater than k credence in T1 maximising ex-
pected truthlikeness. Furthermore, together with the Second Agreement
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Figure 4: Credences

Theorem, condition (ii) implies that this decision maker has less than k cre-
dence in anything other than T1 maximising expected truthlikeness. Hence,
under these assumptions, ProMET agrees with MFT in recommending that
the decision maker should follow T1.
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